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Abstract 

The Hardy-Weinberg Equilibrium (HWE) test is a standard component of quality control 

pipelines for genomic studies and databases. However, applying the HWE test to large, 

multi-ethnic datasets raises substantial challenges: natural departures from HWE due to 

population stratification and admixture can mask technical errors. We extended the 

classical chi-square goodness-of-fit test to account for the presence of population 

stratification. Assuming genotype datasets can be partitioned into relatively homogeneous 

strata, we changed the null hypothesis of the classical HWE test to assume that all strata 

are in HWE, and created a test statistic similar to the classical chi-square but applicable to 

stratified populations. This test statistic, together with a few others, can distinguish HWE 

deviations caused by population stratification from those resulting from other reasons. 

We have implemented this method in the software package PopHWE. Test results using 

simulated data and 1000 Genomes data showed that PopHWE outperforms the classical 

HWE meta-analysis using Stouffer's method, while being much faster, easier to 

implement, and more robust to small sample sizes, large numbers of subpopulations, and 
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the presence of ancestry grouping errors. Using PopHWE, HWE deviations caused by 

population stratification and those caused by genotyping errors can be displayed in 

different clusters on scatterplots. Furthermore, we demonstrated that the combined z-

value of meta-analysis is biased toward excess heterozygosity for genotype datasets with 

up to moderately large sample sizes, and showed that replacing the combined z-value 

with its squared value could significantly improve the performance. 

 

Introduction 

The rapid proliferation of high-throughput sequencing technologies has led to an 

explosive accumulation of genomic data. Large-scale repositories such as NCBI's 

database of Genotypes and Phenotypes (dbGaP), the UK Biobank (UKBB), and SMART-

National Biobank of China (SMART-NBC) have been built to archive and distribute 

petabytes of sequence information. This deluge of data has made robust genetic data 

quality control (QC) increasingly critical but profoundly more challenging, as QC must 

now deal not only with per-sample technical artifacts, but also with cross-study 

heterogeneity, population stratification, and the computational burden of scaling QC 

pipelines to millions of samples. Hardy-Weinberg equilibrium (HWE) test is being used 

in almost all genomic studies and databases as a QC tool to filter out genotype data with 

potential errors (Hao et al., 2016; Marees etal., 2018; Kwong et al., 2021).  

The HWE test calculates the p-value of obtaining the observed genotype counts for a 

variant in a dataset, under the null hypothesis that the data are sampled from a population 

in HWE. A deviation from HWE indicates potential data errors for that variant, which is 

filtered out if the p-value falls below a preselected threshold. However, the null 

hypothesis of HWE test also requires that the dataset be drawn from a randomly mating, 

homogeneous population (Graffelman & Weir, 2016; Meisner et al., 2021; Schaid et al., 

2006; Abramovs et al., 2020; Hsu, 2026). When population stratification exists, as it does 

in almost all genomic dataset (Hao & Storey, 2019; Novembre & Peter, 2016; Pearman et 

al., 2022), a deviation from HWE is expected even in the absence of data errors. This 

phenomenon, known as the Wahlund effect, has become increasingly important as 

modern sequencing consortia include millions of individuals from multiple ancestries and 

admixed populations (Bycroft et al., 2018; Gaziano et al., 2016). In the presence of 

population stratification, the HWE p-value decreases as sample size increases. To avoid 

removing too many variants that are free of data errors, researchers adopt lower p-value 

thresholds, with P < 1 × 10⁻⁶ commonly used in large studies (Fritsche et al., 2016). 

Langtaosha (LTS) Preprint doi: https://doi.org/10.65215/LTSpreprints.2026.10.20.000366. This version posted October 21, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder. Creative Commons license: CC Attribution-NonCommercial-NoDerivatives 4.0

https://creativecommons.org/licenses/by-nc-nd/4.0



Extremely low thresholds such as 1 × 10⁻⁵⁰ or even 1 × 10⁻³⁰⁰ (near the underflow limit of 

the machine) are also frequently employed  (Neamatzadeh et al., 2024; Sha & Zhang, 

2011; Shyr et al., 2024). However, without accounting for population stratification, 

classical HWE test will produce inflated type I and/or type II errors regardless of the p-

value threshold chosen. 

The simplest and most widely used method to account for population stratification is the 

stratified HWE test, which divides samples into subsets of relatively homogeneous 

ancestry groups, performs HWE test within each subgroup and then either combines the 

results into one test statistic (Hao & Storey, 2019; Hemstrom et al., 2024; Kwong et al., 

2021) or filters variants based on p-values from separated ancestry groups (Pearman et 

al., 2022). In the past decade, several methods (Hao et al., 2016; Hao & Storey, 2019; 

Kwong et al., 2021; Meisner & Albrechtsen, 2019; Meisner et al., 2021) have been 

developed to use individual-specific allele frequencies (IAF) to account for population 

stratification, without partitioning samples into discrete ancestry groups. IAFs are usually 

estimated by assuming a linear relationship between them and some continuous ancestry 

scores, such as principal components (PC). P-values are calculated based on the null 

hypothesis that the population is in HWE after the genetic ancestry of each individual are 

accounted for and IAFs correctly reflect the genetic ancestry. IAF-based approaches 

avoid the need for ancestry grouping but are considerably more computationally 

demanding than stratified HWE test. Currently, stratified HWE test remains the most 

widely adopted strategy for addressing population stratification. Nonetheless, many 

researchers continue to apply classical HWE test for dataset QC, in part because it is 

implemented as the default in widely used tools such as PLINK (Chang et al., 2015; 

Purcell et al., 2007) and VCFtools (Danecek et al., 2011). In a literature review, Pearman 

et al. (Pearman et al., 2022)  estimated that the classical pooled method,  referred to as 

“Out Combo” in their study, was used in 22% or more of 219 scientific publications 

involving HWE filtering of RADseq data. The authors also noted that this filtering 

approach can substantially affect downstream analyses, as loci with strong signals of 

population structure are more likely to be excluded. Given concerns that HWE filtering 

may adversely influence population structure inference, many researchers have opted to 

omit this step from their data quality control pipelines (Adams et al., 2026; 

Atsawawaranunt et al., 2026; Faure et al., 2025; Mon et al., 2025; Zeng et al., 2026; Zhou 

et al., 2026). 

The low computational complexity of stratified HWE test makes it feasible for genome-

wide analyses involving millions of individuals and variants. It also provides a 
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straightforward, interpretable metric that directly measures deviation from expected 

genotype frequencies, and it serves as a critical QC filter for identifying genotyping 

errors, sample contamination, and other data quality problems. It is currently used in most 

large genomic databases, including UKBB, (Bycroft et al., 2018), EGA (Freeberg et al. 

2021), All of Us (Ramirez et al., 2022). As noted above, however, this method has several 

problems. Test results from all strata need to be combined to avoid substantial power loss, 

yet there is no easy, widely accepted method for doing so. Kwong et al (2021) described a 

meta-analysis approach that combines p-values using Stouffer's method (Stouffer 1949), 

but to our knowledge this approach is not commonly used. As Pearman et al. (2022) 

pointed out, many researchers instead perform HWE filtering using separate p-values 

from different ancestry groups, which inevitably leads to substantial type I and/or type II 

errors. A rapid, accurate, and easily automatable HWE test method is urgently needed for 

genomic studies, especially for large-scale genomic databases.  

Here we describe how the classical chi-square goodness-of-fit test can be extended to 

account for the presence of population stratification, and report a method that separates 

HWE deviations caused by population stratification from those caused by other reasons. 

This method has been implemented in a publicly available software tool called PopHWE. 

 

Methods 

The classical chi-square goodness-of-fit HWE test 

The classical chi-square test assesses whether observed genotype counts in a dataset 

deviate from expected values under random mating. Suppose there is a dataset with N 

individuals. Select one variant with reference and alternative alleles a and b, respectively, 

and denote 𝑁𝑎𝑎, 𝑁𝑎𝑏, 𝑁𝑏𝑏 as the observed counts (traditionally O is used for the observed 

numbers) of genotypes 𝑔 ∈ {𝑎𝑎, 𝑎𝑏, 𝑏𝑏}, and denote the frequencies of the two alleles as 

𝑝 = 𝑁𝑎/𝑁 and 𝑞 = 1 − 𝑝, where 𝑁𝑎 is the count of the a allele. Under the null 

hypothesis that the dataset is sampled from a large population in HWE, denoted as H0C in 

this manuscript, using p to estimate the population allele frequency, the expected 

genotype counts are 𝐸𝑎𝑎 = 𝑝2𝑁, 𝐸𝑎𝑏 =  2𝑝𝑞𝑁, and 𝐸𝑏𝑏 =  𝑞2𝑁.  The classical chi-

square test compares the observed genotype counts with the expected ones and calculates 

χ2 test statistic as:  

𝜒2 =
(𝑁𝑎𝑎 − 𝐸𝑎𝑎)2

𝐸𝑎𝑎
+  

(𝑁𝑎𝑏 − 𝐸𝑎𝑏)2

𝐸𝑎𝑏
+  

(𝑁𝑏𝑏 − 𝐸𝑏𝑏)2

𝐸𝑏𝑏
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(1) 

 

Since the allele frequencies used to compute expected counts are calculated from the 

observed genotype counts, 𝜒2 is a function, denoted as Chi2, of the observed genotype 

counts: 

𝜒2 = 𝐶ℎ𝑖2(𝑁𝑎𝑎, 𝑁𝑎𝑏 , 𝑁𝑏𝑏) 

Under H0C and provided that all expected counts are sufficiently large, the test statistic 

asymptotically follows a 𝜒2 distribution with 1 degree of freedom (df), denoted as 𝜒(1)
2  in 

this manuscript, i.e., 𝜒2 ∼ 𝜒(1)
2 . One of the reasons why it has df =1 is that allele 

frequencies are estimated from the observed allele counts. Suppose the count of aa is 

changed by 𝛿, the ab count needs to be changed by -2𝛿 to keep the count of allele a 

unchanged, and hence the bb count also needs to be changed by 𝛿. If the sample size is 

small or variants are rare, the HWE exact test is more accurate, as it enumerates all 

possible genotype configurations compatible with the observed allele counts and sums 

the exact multinomial probabilities of configurations no more likely than the observed 

data, although this accuracy comes at the cost of increased computational complexity 

(Graffelman & Weir, 2016; Wigginton et al., 2005).  

The HWE test is widely used in genomic studies as a QC tool. Variants showing Hardy-

Weinberg disequilibrium (HWD), as indicated by a statistically significant p-values, are 

often flagged as potentially containing genotyping errors or low-quality data and are 

subsequently filtered out. However, HWD can arise from multiple causes beyond data 

artifacts. Among these, population stratification is one of the most important factors that 

cannot be overlooked in modern genomic studies. 

 

The effect of population stratification on HWE test 

Suppose a dataset with size N includes two subsets with same size, but randomly sampled 

from two different homogeneous populations, whose reference allele frequencies (RAFs) 

are 𝑝1 and 𝑝2 for a variant, which are the unbiased estimations of the population RAFs. 

For the whole dataset, the overall RAF p will be the average of the two RAFs: 𝑝 =

(𝑝1 + 𝑝2)/2, and the expected genotype counts calculated based on the assumption that 

the whole dataset being sampled from one homogenous population would be 𝐸𝑤_𝑎𝑎 =
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𝑝2𝑁, 𝐸𝑤_𝑎𝑏 = 2𝑝(1 − 𝑝)𝑁, and 𝐸𝑤_𝑏𝑏 = (1 − 𝑝)2𝑁. However, these counts are incorrect 

due to the Wahlund effect. 

The actual genotype counts can be calculated from the original assumption, i.e., the two 

subsets are sampled from two homogeneous populations. The total observed genotype 

counts are expected to be: 

𝐸𝑠_𝑎𝑎 =  
𝑁

2
(𝑝1

2 +  𝑝2
2)  

𝐸𝑠_𝑎𝑏 =  𝑁[𝑝1(1 − 𝑝1) +   𝑝2(1 − 𝑝2)]  

𝐸𝑠_𝑏𝑏 =  
𝑁

2
(𝑞1

2 +  𝑞2
2)  

 

The difference between 𝐸𝑠_𝑎𝑎 and 𝐸𝑤_𝑎𝑎, denoted as 𝛿𝑎𝑎, will be: 

𝛿𝑎𝑎 = 𝐸𝑠_𝑎𝑎 − 𝐸𝑤_𝑎𝑎 =  
𝑁

2
(𝑝1

2 +  𝑝2
2) −  

𝑁

4
(𝑝1 + 𝑝2)2 =

𝑁

4
(𝑝2 − 𝑝1)2  

Let 𝛿𝑝 =  𝑝2 − 𝑝1, we have 𝛿𝑏𝑏 = 𝛿𝑎𝑎 = 𝛿𝑝
2𝑁/4 and 𝛿𝑎𝑏 =  −𝛿𝑝

2𝑁/2. 

When 𝛿𝑝 = 0, the expected genotype counts assuming datasets are sampled from two 

homogenous populations are the same as those obtained with one population. If 𝑝1 ≠ 𝑝2, 

𝐸(𝑁𝑎𝑏) is fewer than 𝐸𝑎𝑏, which means that population stratification results in 

heterogeneity deficiency (HetDef).  

If the whole dataset is treated as from one population, the 𝜒2 value calculated using the 

classical chi-square test, denoted as 𝜒𝑐
2, will be: 

 

𝜒𝑐
2 =

(𝑁𝑎𝑎 − 𝐸𝑤_𝑎𝑎)2

𝐸𝑤_𝑎𝑎
+  

(𝑁𝑎𝑏 − 𝐸𝑤_𝑎𝑏)2

𝐸𝑤_𝑎𝑏
+  

(𝑁𝑏𝑏 − 𝐸𝑤_𝑏𝑏)2

𝐸𝑤_𝑏𝑏
 

If 𝑝1 = 𝑝2, the case is the same as all samples in the dataset being sampled from one 

homogenous population, and we have 𝜒𝑐
2 ∼ 𝜒(1)

2 . However, when 𝑝1 ≠ 𝑝2, 𝜒𝑐
2 doesn’t 

follow a 𝜒2 distribution, since the genotype count differences are not expected to be zero.  

The 𝜒𝑐
2 value is expected to be: 

  

𝐸(𝜒𝑐
2) =

𝑁𝛿𝑝
4

4(𝑝1 + 𝑝2)2
+  

𝑁𝛿𝑝
4

2(𝑝1 + 𝑝2)(2 − 𝑝1 − 𝑝2)
+

𝑁𝛿𝑝
4

4(2 − 𝑝1 − 𝑝2)2
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(2) 

These results indicate that classical HWE test fails to work when population stratification 

exists. Also note that even in the presence of population structure, for a particular variant, 

as long as its RAFs in all ancestry groups are almost the same, classical HWE test, either 

𝜒2 goodness-of-fit test or HWE exact test, can still be used as a QC tool. 

Note that 𝐸(𝜒𝑐
2) is directly proportional to the sample size, which explains why lower p-

value thresholds are needed when N increases. In an extreme case when 𝑝1 ≈ 0 and 𝑝2 ≈

1, we have 𝐸(𝜒𝑐
2)  ≈ N. 

If multiple subpopulations with different sample sizes are included in the population, it 

can be shown that 𝐸(𝑁𝑎𝑏) < 𝐸𝑤_𝑎𝑏 based on Jensen’s inequality, and 𝐸(𝑁𝑎𝑎) >

𝐸𝑤_𝑎𝑎, 𝐸(𝑁𝑏𝑏) > 𝐸𝑤_𝑏𝑏, which result in 𝐸(𝜒𝑐
2) > 0. Also in all cases, we have 𝜒𝑐

2 ≤ 𝑁 

(Attia et al., 2010). 

 

HWE test with admixed populations 

Now suppose all individuals in the dataset are sampled from one population recently 

admixed from two ancestry groups. Each individual i has a certain ancestry proportion, 

reflected by an ancestry score S, which ranges from 0 to 1 and uniformly distributed 

among individuals. Let’s separate the individuals into k groups by binning them based on 

S, and for a locus assume RAF 𝑝𝑗 in group j is determined by the mean S score 𝑆𝑗 as 

𝑝𝑗 = 𝑝0 + (𝑝1 −  𝑝0)𝑆𝑗, where 𝑝0 and 𝑝1 are the minimal and maximal RAFs in the two 

ancestries. Let 𝑞 = 1 − 𝑝, and define 𝑞𝑖 = 1 − 𝑝𝑖, for each individual i, genotype counts 

can be estimated using the following equations:  

𝐸(𝑁𝑎𝑎) =  
𝑁

𝑘
∑ 𝑝𝑖

2 ,

𝑘

𝑗=1

    𝐸(𝑁𝑎𝑏) =  
𝑁

𝑘
∑ 2𝑝𝑖𝑞𝑖

𝑘

𝑗=1

,    𝐸(𝑁𝑏𝑏) =  
𝑁

𝑘
∑ 𝑞𝑖

2 

𝑘

𝑗=1

     

 

When N, k are sufficiently large, we have: 

𝐸(𝑁𝑎𝑎) ≈ ׬ 𝑁[𝑝0 + (𝑝1 − 𝑝0)𝑥]2𝑑𝑥
1

0
=

𝑁

3
(𝑝0

2 + 𝑝0𝑝1 + 𝑝1
2)  (3) 

 

The counts of the other two genotypes can be calculated based on similarity and the 

constraint 𝑁𝑎𝑏 = 𝑁 − 𝑁𝑎𝑎 − 𝑁𝑏𝑏: 
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𝐸(𝑁𝑏𝑏) ≈
𝑁

3
(𝑞0

2 + 𝑞0𝑞1 + 𝑞1
2)       (4) 

𝐸(𝑁𝑎𝑏) ≈
𝑁

3
(1 + 2𝑝0𝑞0 + 2𝑝1𝑞1 − 𝑝0𝑝1 − 𝑞0𝑞1)     (5) 

 

The classical chi-square can be calculated using the Chi2 function: 𝜒𝑐
2 =

𝐶ℎ𝑖2(𝑁𝑎𝑎, 𝑁𝑎𝑏 , 𝑁𝑏𝑏). If 𝑝0 = 𝑝1 = 𝑝, the three genotype counts will be 𝑝2𝑁, 2𝑝𝑞𝑁, 

𝑞2𝑁, indicating that the population is in HWE and 𝜒𝑐
2 ∼ 𝜒(1)

2 . When 𝑝0 ≠ 𝑝1, 𝜒𝑐
2 doesn’t 

follow chi-square distribution, which means classical 𝜒2 test cannot be applied to 

admixed populations. In the extreme case when 𝑝0 = 0 and 𝑝1 = 1, we have 𝑁𝑎𝑎 =

𝑁𝑎𝑏 = 𝑁𝑏𝑏 = 𝑁/3, and the expected counts 𝐸𝑎𝑎 = 𝐸𝑏𝑏 = 𝑁/4, and  𝐸𝑎𝑏 = 𝑁/2, so: 

𝐸(𝜒𝑐
2)

𝑁
≈

(
1
3 −

1
4)

2

1
4

+
(

1
3 −

1
2)

2

1
2

+
(

1
3 −

1
4)

2

1
4

=
1

9
 

(6) 

 

Note that 𝜒𝑐
2 is directly proportional to sample size N. When N increases, the p-value 

calculated based on 𝜒(1)
2  distribution will decrease quickly, even if the degree of 

population stratification is small. In fact, p-value reflects the confidence level of HWD, 

not the degree of HWD, which should be measured by statistical metrics like inbreeding 

coefficient (F) (Weir 1996), Disequilibrium parameter (D) (Hernandez and Weir 1989, 

and Alpha (𝛼)  (Lindley 1998). The above calculations show that 𝜒𝑐
2/𝑁, which is equal to 

𝐹2, can also be used to determine the degree of HWD. The above two examples represent 

two of the extreme cases. When individuals in a dataset have only two ancestries, if no 

individuals are admixed, the maximum 𝜒𝑐
2/𝑁 value is 1. If all individuals are randomly 

admixed, we have max (
𝜒𝑐

2

𝑁
) ≈

1

9
,  corresponding to max(𝐹) ≈

1

3
.   

 

Stratified HWE-test and meta-analysis 

According to Kwong et al (2021), HWE meta-analysis across stratified populations is a 

commonly used approach to perform HWE test in the presence of population structure. 

Each stratum is analyzed separately for HWE using chi-square goodness-of-fit test or 

HWE-exact test. However, since many ancestry groups can be included in the test 
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dataset, it would be common to have strata with small sample sizes. Chi-square test 

requires rather large sample sizes and high minor allele frequences (MAF). The results 

are valid only when all the expected genotype counts are 5 or more (Weir 1996, Grover et 

al 2010). HWE exact test, although more computationally intensive, is valid for small 

sample sizes and low allele frequencies. For a population with N individuals, under the 

hypothesis of HWE, the probability of observing genotype counts 𝐺 = (𝑁𝑎𝑎, 𝑁𝑎𝑏 , 𝑁𝑏𝑏) 

given allele counts Na and Nb is 

𝑃(𝐺|𝑁, 𝑁𝑎) =
2𝑁𝑎𝑏𝑁!

𝑁𝑎𝑎! 𝑁𝑎𝑏! 𝑁𝑏𝑏!
×

𝑁𝑎! 𝑁𝑏!

(2𝑁)!
 

Summing up the probabilities of all possible configurations that are at least as extreme as 

the observed data, a two-tailed p-value can be obtained.  

We implemented the algorithm as described by Chang et al (2015) in python and verified 

the results with PLINK. To do meta-analysis, we converted the two-tailed p-values into z-

values for each stratum, assigning a negative sign if the observed heterozygote count is 

more than the expected value (HetExc). The z-values from all the k strata with sample 

size Ni for each stratum i are combined using Stouffer’s method: 𝑍𝑚 =
∑ (𝑧𝑖√𝑁𝑖 )𝑘

𝑖=1

√∑ 𝑁𝑖
𝑘
𝑖=1

  

(Kwong et al, 2021). 

The combined 𝑍𝑚 is expected to follow a standard normal distribution, denoted as N(0,1), 

when all subpopulations are in HWE, plus that each subpopulation has sufficiently large 

sample size. However, when sample size is small, 𝑍𝑚 does not follow an N(0,1) 

distribution, especially when MAFs are low. Assuming HWE and let p be the MAF in the 

population or its best estimation, randomly draw N individuals, the probability to observe 

𝑁𝑎 minor alleles is:  

𝑃(𝑋 = 𝑁𝑎) = ⟨
𝑁𝑎

2𝑁
⟩ 𝑝𝑁𝑎(1 − 𝑝)2𝑁−𝑁𝑎 

When N is small, we can enumerate all the genotype configurations G and calculate the 

HWE exact p-values for all these configurations, and hence predict the expected z-value:   

𝐸(𝑍𝑚) = ∑ 𝑃(𝑋 = 𝑁𝑎)𝑃(𝑔|𝑁𝑎)𝑍𝑔

𝑔∈𝐺

  

where 𝑍𝑔 is the 𝑍𝑚 value when genotype configuration is g. The expected z-value is a 

function of sample size and MAF. Table 1 shows a simple example when N = 3 and p = 
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0.1. Note that 𝐸(𝑍𝑚) = 0.0206 > 0, indicating that the combined z-values don’t follow 

N(0,1) distribution.      

More 𝐸(𝑍𝑚) are displayed in Table 2. When N = 50 and p = 0.1, 𝐸(𝑍𝑚) is about 0.3. 

Also note that when N > 2000,  𝐸(𝑍𝑚) ≈ 0 for p between 0.1 and 0.5. These results 

indicate that HWE exact test should work well for datasets with a few thousands or more 

samples. However, if the dataset needs to be partitioned into ancestry groups with 

hundreds or fewer samples, the p-values calculated by HWE exact test, as well as the 

meta-analysis relied on HWE exact test, might not be accurate. Of course, in this case, 

the classical 𝜒2 test will perform much worse than the HWE exact test.  

 

Modifying chi-square test to account for population stratification  

Suppose a dataset includes k ancestry groups. Directly applying the classical HWE test to 

this dataset, the null hypothesis will be that the whole dataset is sampled from one 

population in HWE, which is neither accurate nor useful.  Checking any group i with size 

𝑁𝑖, denoting 𝑁𝑖𝑎𝑎, 𝑁𝑖𝑎𝑏, and 𝑁𝑖𝑏𝑏 as the genotype counts, and 𝑝𝑖, 𝑞𝑖 as the frequencies of 

alleles a and b, under the null hypothesis that each group is sampled from a population in 

HWE, the expected genotype counts in this group will be: 𝐸𝑖𝑎𝑎 = 𝑝𝑖
2𝑁𝑖, 𝐸𝑖𝑎𝑏 =  2𝑝𝑖𝑞𝑖𝑁𝑖, 

and 𝐸𝑖𝑏𝑏 =  𝑞𝑖
2𝑁𝑖. For the whole dataset, the total genotype counts observed will be: 

𝑁𝑎𝑎 = ∑ 𝑁𝑖𝑎𝑎
𝑘
𝑖=1 , 𝑁𝑎𝑏 =  ∑ 𝑁𝑖𝑎𝑏

𝑘
𝑖=1 , and 𝑁𝑏𝑏 = ∑ 𝑁𝑖𝑏𝑏

𝑘
𝑖=1 . Summing up the expected 

counts in all groups, we get: 𝑆𝑒𝑎𝑎 = ∑ 𝐸𝑖𝑎𝑎
𝑘
𝑖=1 , 𝑆𝑒𝑎𝑏 = ∑ 𝐸𝑖𝑎𝑏

𝑘
𝑖=1 , and 𝑆𝑒𝑏𝑏 = ∑ 𝐸𝑖𝑏𝑏

𝑘
𝑖=1 , 

where 𝑆𝑒𝑎𝑎, 𝑆𝑒𝑎𝑏, and 𝑆𝑒𝑏𝑏 are the sums of the expected genotype counts in all groups 

under null that all groups are in HWE, denoted as H0P in this manuscript. 

Classical 𝜒2 test uses the expected genotype counts calculated under the null that the 

whole dataset is sampled from a population in HWE, or H0C, i.e., 

𝜒𝑐
2 =

(𝑁𝑎𝑎 − 𝐸𝑎𝑎)2

𝐸𝑎𝑎
+  

(𝑁𝑎𝑏 − 𝐸𝑎𝑏)2

𝐸𝑎𝑏
+  

(𝑁𝑏𝑏 − 𝐸𝑏𝑏)2

𝑆𝑏𝑏
 

However, the more useful null is that the individual ancestry groups, not the whole 

dataset, are sampled from populations in HWE. Under H0P, the expected genotype count 

𝐸(𝑁𝑎𝑎) will be: 

𝐸(𝑁𝑎𝑎) = 𝐸 (∑ 𝑁𝑖𝑎𝑎

𝑘

𝑖=1

) = ∑ 𝐸(𝑁𝑖𝑎𝑎)

𝑘

𝑖=1

= ∑ 𝐸𝑖𝑎𝑎

𝑘

𝑖=1

= 𝑆𝑒𝑎𝑎  
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The expected counts of the other two genotypes can be calculated similarly. Using the 

expected genotype counts estimated under H0P, we can calculate a new statistic metric, 

denoted as 𝜒𝑠
2: 

𝜒𝑠
2 =

(𝑁𝑎𝑎 − 𝑆𝑒𝑎𝑎)2

𝑆𝑒𝑎𝑎
+  

(𝑁𝑎𝑏 − 𝑆𝑒𝑎𝑏)2

𝑆𝑒𝑎𝑏
+  

(𝑁𝑏𝑏 − 𝑆𝑒𝑏𝑏)2

𝑆𝑒𝑏𝑏
 

(7) 

Under this new null, the difference between the observed and expected genotype counts, 

such as 𝑁𝑎𝑎 − 𝑆𝑒𝑎𝑎, is expected to be zero, i.e., 𝐸(𝜒𝑠
2) = 0. However, below we will 

show that 𝜒𝑠
2 does not follow a chi square distribution, especially for the variants with 

large allele frequency differences among subpopulations. 

We can define another statistic metric, the expected chi square with population 

stratification as: 

𝜒𝑒
2 = 𝐸(𝜒𝑐

2) = 𝐶ℎ𝑖2(𝑆𝑒𝑎𝑎, 𝑆𝑒𝑎𝑏, 𝑆𝑒𝑏𝑏)  

=
(𝑆𝑒𝑎𝑎 − 𝐸𝑎𝑎)2

𝐸𝑎𝑎
+  

(𝑆𝑒𝑎𝑏 − 𝐸𝑎𝑏)2

𝐸𝑎𝑏
+  

(𝑆𝑒𝑏𝑏 − 𝐸𝑏𝑏)2

𝐸𝑏𝑏
 

(8) 

We also define another test statistic 𝜒𝑑
2 as: 

𝜒𝑑
2 = 𝜒𝑐

2 − 𝜒𝑒
2 

Based on Jensen’s inequality, we have  𝑆𝑒𝑎𝑏 ≤ 𝐸𝑎𝑏, which means that population 

stratification results in HetDef, which is known as Wahlund effect.  

Note that the expected genotype count used for calculating 𝜒𝑒
2 are the same as those used 

for 𝜒𝑐
2, since the estimated allele frequencies are the same. 𝜒𝑒

2 doesn’t follow 𝜒2 

distribution under H0P either. It indicates the expected HWD caused by population 

stratification, which will be shown below to be useful in data QC.  

 

Statistic metrics for testing HWE in the presence of population stratification  

Equation (1) is the classical Pearson chi-square form. However, 𝜒2 can also be expressed 

in other forms. Using the disequilibrium parameter (D) (Hernandez and Weir 1989, 

Schaid et al., 2006), 𝜒2 can be calculated as: 
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𝜒2 =
(𝑁𝐷)2

𝑁𝑝2
+  

(2𝑁𝐷)2

2𝑁𝑝𝑞
+  

(𝑁𝐷)2

𝑁𝑞2
 

= 𝑁𝐷2 (
1

𝑝2
+

2

𝑝𝑞
+

1

𝑞2
) 

= 𝑁𝐷2 (
𝑞2 + 2𝑝𝑞 + 𝑝2

𝑝2𝑞2
) =

𝑁𝐷2

𝑝2𝑞2
 

=
(𝑁𝑎𝑎 − 𝑁𝑝2)2

𝑁𝑝2𝑞2
=

(𝑁𝑎𝑎 − 𝐸𝑎𝑎)2

𝑁𝑝2𝑞2
 

(9) 

 

Denoting 𝑍 =
𝑁𝑎𝑎−𝐸𝑎𝑎

ξ𝑁𝑝𝑞
, Z is the z-score of a normal distribution and expected to follow 

N(0,1) under null of HWE. Since 𝑍~𝑁(0,1), the denominator corresponds to the standard 

deviation of an independent random variable. Equation (9) is the same as that of the test 

statistic 𝑇𝐷 used by Garg et al (2026). Note that both Z and 𝜒2 can be used to test for 

HWE, but Z as calculated above is more informative than 𝜒2 since it is signed and hence 

can be used for one-tailed test.  

In the presence of population structure, suppose the dataset can be stratified to k 

subgroups as above, the expected aa genotype count is 𝑆𝑒𝑎𝑎 = ∑ 𝐸𝑖𝑎𝑎
𝑘
𝑖=1 , under H0P. 

Denoting  𝜎𝑖 = √𝑁𝑖𝑝𝑖𝑞𝑖 for each subgroup, the overall standard deviation will be 𝜎 =

∑√ 𝜎𝑖
2𝑘

𝑖=1  . We can create a test statistic 𝑍𝑝 as: 

𝑍𝑝 =
𝑁𝑎𝑎 − 𝑆𝑒𝑎𝑎

∑√ (𝑁𝑖𝑝𝑖
2𝑞𝑖

2𝑘
𝑖=1 )

=
𝑁𝑎𝑎 ∑− (𝑁𝑖𝑝𝑖

2𝑘
𝑖=1 )

∑√ (𝑁𝑖𝑝𝑖
2𝑞𝑖

2𝑘
𝑖=1 )

 

(10) 

  

and another one, denoted as 𝜒𝑝
2:  

𝜒𝑝
2 = 𝑍𝑝

2 =
(𝑁𝑎𝑎 − 𝑆𝑒𝑎𝑎)

∑

2

(𝑁𝑖𝑝𝑖
2𝑞𝑖

2𝑘
𝑖=1 )

 

(11) 
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Comparing 𝑍𝑝 with Z, the latter is the z-score of a normal distribution, which can be 

expressed as 
𝑥−𝜇

𝜎
, for a random variable 𝑥 with mean 𝜇, and standard deviation 𝜎. For 

chi-square test with population allele frequencies being estimated from the observed 

genotype counts, 𝑁𝑎𝑎, 𝐸𝑎𝑎, and ξ𝑁𝑝𝑞 correspond to 𝑥, 𝜇, and 𝜎, respectively, which is 

why Z~ 𝑁(0, 1) under H0C. Under the new null H0P, for the same random variable, the 

correct mean and standard deviation are shown in Equation (10), and hence 𝑍𝑝 is also 

expected to asymptoticly follow N(0,1), which also implies 𝜒𝑝
2 ~ 𝜒(1)

2 . Therefore, the 

classical chi-square test has been extended to deal with the existence of population 

stratification. If the null to be tested is H0C, i.e., k = 1, or ∀ 𝑖, 𝑗 ∈ {1, . . , 𝑘}: 𝑝𝑖 = 𝑝𝑗, 

Equation (10) is reduced to the classical Pearson chi-square form.  

Note that whether a dataset is heterozygosity excess or deficient depends on which 

hypothesis is used. The sign of the 𝑍𝑝 value calculated in Equation (10) reflects whether 

the observed heterozygotes are more than the count expected under H0P. However, 

HetExc or HetDef is determined based on the classical null hypothesis H0C, which is also 

adopted by us in this manuscript. 

 

Comparing 𝜒𝑠
2, 𝜒𝑝

2 and 𝜒𝑐
2 in excess and deficiency of heterozygosity 

We have shown that existence of population stratification results in HetDef. HWD can 

also arise from HetExc, which might be the more common reason in sequencing data 

(Abramovs et al. 2020). The two test statistics 𝜒𝑠
2 and 𝜒𝑐

2 perform differently when in 

HetDef and in HetExc. If a variant has genotype counts of HetExc, then 𝜒𝑠
2 is greater than 

𝜒𝑐
2. Below is the proof.  

Based on Jensen’s inequality, we have 𝐸𝑎𝑏 ≥ 𝑆𝑒𝑎𝑏, and hence  𝐸𝑎𝑎 ≤ 𝑆𝑒𝑎𝑎 and  

𝐸𝑏𝑏 ≤ 𝑆𝑒𝑏𝑏. The genotype counts expected under the null that whole population is in 

HWE are: 𝐸𝑎𝑎 = 𝑝2𝑁, 𝐸𝑎𝑏 = 2𝑝𝑞𝑁, and 𝐸𝑏𝑏 = 𝑞2𝑁. Assuming HetExc genotype 

counts, let 𝑁𝑎𝑏 = (2𝑝𝑞 + 2𝛿)𝑁, and hence 𝑁𝑎𝑎 = (𝑝2 − 𝛿)𝑁, and 𝑁𝑏𝑏 = (𝑞2 − 𝛿)𝑁, we 

will have  𝑝𝑞 ≤ 𝛿 ≤ min(𝑝2, 𝑞2). Note that 𝛿 = −𝐷, where 𝐷 is the disequilibrium 

parameter (Shoemaker et. al., 1989). Let 𝑆𝑒𝑎𝑏 = 𝐸𝑎𝑏 − 2𝜀𝑁, 𝑆𝑒𝑎𝑎 = 𝐸𝑎𝑎 + 𝜀𝑁, and 

𝑆𝑒𝑏𝑏 = 𝐸𝑏𝑏 + 𝜀𝑁, where 0 ≤ 𝜀 ≤ 𝑝𝑞. 𝜒𝑠
2 can be calculated as: 
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𝜒𝑠
2 =

𝑁(𝑝2 − δ − 𝑝2 − ε)2

𝑝2 + ε
+  

𝑁(2𝑝𝑞 + 2δ − 2𝑝𝑞 + 2ε)2

2𝑝𝑞 − 2ε
+  

𝑁(𝑞2 − δ − 𝑞2 − ε)2

𝑞2 + ε
 

  

𝜒𝑠
2

𝑁
=

(δ + ε)2

(𝑝2 + ε)
+  

2(δ + ε)2

𝑝𝑞 − ε
+  

(δ + ε)2

(𝑞2 + ε)
 

For the middle term, it is obvious that the value increases when ε increases. For the first 

term, we calculate the derivative: 

 

𝜕

𝜕ε

(δ + ε)2

(𝑝2 + ε)
=

2(δ + ε)(𝑝2 + ε) − (δ + ε)2

(𝑝2 + ε)2
 

  

=
δ(2𝑝2 − δ) + 2𝑝2ε + ε2

(𝑝2 + ε)2
 

 

Since δ, ε, 𝑝 are all positive and 2𝑝2 − δ >  𝑝2 − δ ≥ 0,  the derivative is positive for all 

ε values. Therefore, we have 𝜒𝑠
2 ≥ 𝜒𝑐

2 when HetExc. Note that 𝜒𝑐
2 is a special case of 𝜒𝑠

2 
when ε = 0. When HetDef, 𝜒𝑠

2 can be greater or smaller than 𝜒𝑐
2. 

For 𝜒𝑝
2, our test results (shown below) with simulated and real data also imply that 𝜒𝑝

2 > 
𝜒𝑐

2 when HetExc is possible true, but it is a conjecture needing to be proved.  

 

Effects of unaccounted population stratification on HWE test results 

We have shown that the expected chi-square value 𝜒𝑒
2 under H0P can be calculated using 

Equation (8). Here we are going to show that if population stratification exists in at least 

one of the subpopulations, 𝜒𝑐
2 will be greater than 𝜒𝑒

2 under the null that no population 

stratification exists in any of the subpopulations. 

Assume there is a genotype dataset A with sample size N and the frequencies of the two 

alleles (a, b) being p and q. This dataset is partitioned into k distinct ancestry groups, i.e., 

𝐴 =  𝐴1 ∪ 𝐴2 … ∪ 𝐴𝑘. For any group 𝐴𝑖, 𝑖 ∈ {1, . . . , 𝑘}, denote 𝑁𝑖 as the sample size, and 

𝑝𝑖 and 𝑞𝑖 as the frequencies of the two alleles and assume it is in HWE. The genotype 

counts in A will be 𝑁𝑖𝑎𝑎 =  𝑁𝑖𝑝𝑖
2, 𝑁𝑖𝑎𝑏 =  2𝑁𝑖𝑝𝑖𝑞𝑖 , 𝑁𝑖𝑏𝑏 = 𝑁𝑖𝑞𝑖

2, and the total genotype 

counts in the dataset will be 𝑁𝑎𝑎 = ∑ 𝑁𝑖𝑎𝑎
𝑘
𝑖=1 , 𝑁𝑎𝑏 = ∑ 𝑁𝑖𝑎𝑏

𝑘
𝑖=1 , and 𝑁𝑏𝑏 =  ∑ 𝑁𝑖𝑏𝑏

𝑘
𝑖=1 , 
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and the classical chi square value is calculated as 𝜒𝑐
2 = 𝐶ℎ𝑖2(𝑁𝑎𝑎, 𝑁𝑎𝑏 , 𝑁𝑏𝑏). Due to 

Wahlund effect, we will have HetDef, i.e., 𝑁𝑎𝑏 <  𝐸𝑎𝑏. 

Now assume there is a similar dataset B, with same sample size N. Dataset B includes k 

ancestry groups, of which the first 𝑘 − 1 groups are the same as in A, i.e., 𝐵 =  𝐴1 ∪

𝐴2 … ∪ 𝐴𝑘−1 ∪ 𝐵𝑘, where Bk has same size 𝑁𝑘 and same allele frequencies 𝑝𝑘 and 𝑞𝑘 as 

in 𝐴𝑘. Therefore, the overall allele frequencies in B are p and q, same as those in A, and 

hence the expected genotype counts used to calculate 𝜒𝑐
2 remain the same, i.e., 𝐸𝑎𝑎 =

 𝑁𝑝2,  𝐸𝑎𝑏 = 2𝑁𝑝𝑞,  𝐸𝑏𝑏 = 𝑁𝑞2. 

Suppose 𝐵𝑘 is not in HWE. Instead, it includes two ancestry groups in HWE, 𝐵𝑘1 and 

𝐵𝑘2, with sizes 𝑁𝑘1 and 𝑁𝑘2, and RAFs 𝑝𝑘1 and 𝑝𝑘2. When 𝑝𝑘1 ≠ 𝑝𝑘2, based on Jensen’s 

inequality, we have 𝑁𝑘1𝑎𝑏 + 𝑁𝑘2𝑎𝑏 < 𝑁𝑘𝑎𝑏, where 𝑁𝑘𝑎𝑏 is the ab genotype count in 

subpopulation 𝐴𝑘 and 𝑁𝑘1𝑎𝑏 and 𝑁𝑘2𝑎𝑏 are the ab counts in 𝐵𝑘1 and 𝐵𝑘2. Let ∆𝑁𝑘 =

2(𝑁𝑘𝑎𝑏 − 𝑁𝑘1𝑎𝑏 − 𝑁𝑘2𝑎𝑏), the differences of the aa or bb genotype counts will be 

−∆𝑁𝑘. 

For dataset A, the classical 𝜒2 is: 

𝜒𝑐
2 =

(𝑁𝑎𝑎 − 𝐸𝑎𝑎)2

𝐸𝑎𝑎
+

(𝑁𝑎𝑏 − 𝐸𝑎𝑏)2

𝐸𝑎𝑏
+

(𝑁𝑏𝑏 − 𝐸𝑏𝑏)2

𝐸𝑏𝑏
 

For dataset B, the classical 𝜒2 becomes: 

𝜒𝑐
′2 =

(𝑁𝑎𝑎 − 𝐸𝑎𝑎 + ∆𝑁𝑘)2

𝐸𝑎𝑎
+

(𝑁𝑎𝑏 − 𝐸𝑎𝑏 − 2∆𝑁𝑘)2

𝐸𝑎𝑏
+

(𝑁𝑏𝑏 − 𝐸𝑏𝑏 + ∆𝑁𝑘)2

𝐸𝑏𝑏
 

Since 𝐸(𝑁𝑎𝑏 −  𝐸𝑎𝑏) < 0 and 𝐸(𝑁𝑎𝑎 −  𝐸𝑎𝑎) = 𝐸(𝑁𝑏𝑏 −  𝐸𝑏𝑏) > 0, due to Wahlund 

effect, we have 𝐸(𝜒𝑐
′2) > 𝐸(𝜒𝑐

2). Therefore, we have proved that for a dataset including 

any number of subgroups, if any subgroup is further split into two groups with different 

RAFs, 𝜒𝑒
2 will increase. The increase in 𝜒𝑒

2 value accumulates every time when one more 

subgroup is split. In general, for a genotype dataset randomly sampled from one or more 

populations, under the null hypothesis that each population is in HWE, 𝜒𝑒
2 is the unbiased 

estimation of 𝜒𝑐
2. Alternatively, when one or more populations are not in HWE, 𝜒𝑒

2 is a 

biased estimation that underestimates 𝜒𝑐
2. The difference between the mean 𝜒𝑐

2 and 𝜒𝑒
2 

reflects the degree of unaccounted population stratification that remains after the ancestry 

grouping.             

As for 𝜒𝑠
2 and 𝜒𝑝

2, when population stratification is not fully accounted for, both are 

expected to shift to the side of HetDef. In the extreme case when population stratification 
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in the dataset is completely unaccounted for, we have 𝜒𝑝
2 = 𝜒𝑠

2 = 𝜒𝑐
2 as shown above. In 

addition, we will have 𝜒𝑒
2 = 0 in this case. 

 

The PopHWE software 

We have developed a software tool called PopHWE to perform stratified HWE test using 

the improved and extended chi square goodness-of-fit method to account for population 

stratification. For human genotype data, PopHWE uses GrafAnc (Jin et al., 2026) to 

separate individuals into ancestry groups, then calculates genotype counts for each group 

and performs HWE test using statistics including 𝜒𝑝
2, 𝜒𝑒

2 and 𝜒𝑐
2. It allows the users to 

select and/or merge ancestry groups before HWE test. PopHWE also accepts genotype 

counts pre-aggregated using any ancestry grouping methods, for homo sapiens or any 

other diploid species. In addition, the package includes some visualization tools for users 

to plot and check the results. PopHWE is publicly available for downloading from 

https://github.com/jimmy-penn/PopHWE. 

     

Testing PopHWE using simulated data 

We simulated genotype datasets including different numbers of variants and different 

sample sizes. Each dataset included different numbers (k) of subsets, and each subset was 

randomly sampled from a population with infinitely large sample size in HWE. In each 

dataset, most of the variants had correct genotypes and could be treated as negative 

controls. A certain percentage of variants were simulated to include errors, with randomly 

generated genotype counts without HWE restriction and unrelated to the allele 

frequencies in the populations. All these variants were treated as with errors (positives), 

even if they happened to be in HWE by chance. Same method was used to simulate a 

dataset without population structure, by simply setting 𝑘 = 1. 

PopHWE was tested using the simulated data and compared to the meta-analysis method 

performed using HWE exact test as describe above. The z-value of each stratum was 

calculated from the p-value based on N(0,1) distribution, and assigned a negative sign if 

the stratum had HetDef. Z-values from all strata were combined using Stouffer’s method 

and denoted as 𝑍𝑚. In order to compare 𝑍𝑚 to the 𝜒2 values generated by PopHWE, we 

calculated the square of 𝑍𝑚 and denoted it as 𝜒𝑚
2 = 𝑍𝑚

2 , and plotted histograms showing 

its distribution alongside with that of 𝜒𝑝
2 and 𝜒𝑠

2. On the other hand, since the normal 
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distribution curves are easier to be visually inspected than the 𝜒2 curves, we also 

converted 𝜒2 values to z-values by taking square root of them. Note that 𝑍𝑝 can be 

calculated using Equation (10), and it is already signed. The z-values corresponding to 

the other  𝜒2 values are calculated as: 𝑍𝑠 √= 𝜒𝑠
2, 𝑍𝑐 √= 𝜒𝑐

2, and 𝑍𝑑 √= |𝜒𝑑
2|, with 𝑍𝑠 set 

to negative if  𝑁𝑎𝑏 >  𝑆𝑒𝑎𝑏, and 𝑍𝑐 and 𝑍𝑑 assigned negative signs for HetDef variants. In 

addition, for visualization convenience we created 𝑍𝑟𝑚, 𝑍𝑟𝑝, 𝑍𝑟𝑠, 𝑍𝑟𝑐, 𝑍𝑟𝑑 by randomly 

assigning signs to the corresponding z-values. These z-values with random signs 

faithfully reflect the corresponding 𝜒2 values when sample sizes are sufficiently large.  

 

Application of HWE test methods to 1000 Genomes Project data 

Two datasets from 1000 Genomes Project were used to test PopHWE. First, we extracted 

the genotypes of the ~282K GrafAnc “Ancestry SNPs” from the 1KGP WGS data. These 

SNPs are independent, ancestry informative SNPs preselected by GrafAnc (Jin et al., 

2026) for ancestry inference. We also used the VCF file including genotypes of 

chromosome 22 for testing. Only the “best guess” GT values were used.  

 

Results 

HWE test on a large dataset without population structure 

We simulated a dataset of 10,000 individuals randomly sampled from a population of 

infinite size under HWE. The dataset contained 100,000 independent biallelic SNPs, 90% 

of which had no genotyping errors in any sample, with MAFs uniformly distributed 

between 0.1 and 0.5 in the population. The remaining 10% of SNPs contained genotyping 

errors, with genotypes randomly drawn from a uniform distribution over the three 

genotype classes, independent of the population allele frequencies. 

Fig. 1 compares the test results of PopHWE with those of the meta-analysis. When the 

dataset is not stratified, we have 𝜒𝑝
2 = 𝜒𝑠

2 = 𝜒𝑐
2, 𝜒𝑒

2 = 0, and 𝜒𝑚
2  and 𝑍𝑚 are the results of 

one HWE exact test without meta-analysis. The top row shows that both 𝜒𝑝
2 and 𝜒𝑚

2  

follow the 𝜒(1)
2  distribution closely. The distribution curves in the 2nd row show that the 

corresponding z-values follow the N(0,1) distribution closely. The discontinuities 

observed in the distribution curve of 𝑍𝑚 values (Fig. 1D) can be explained by the discrete 

nature of the HWE exact test p-values. 
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The bottom two rows in Fig. 1 show the distributions of the test statistics for SNPs with 

genotyping errors. Fig. 1E confirms that the maximum 𝜒𝑐
2 equals to N, as predicted in 

ξEquation (2), and hence the maximum z-value is 𝑁 (Fig. 1G). The limits in 𝜒𝑚
2  and  

𝑍𝑚values (Figs. 1F and 1H) result from underflow when p-values are calculated using 

HWE exact test. 

 

HWE test on a large dataset with two subpopulations 

To test the methods in the presence of population stratification, we simulated another 

dataset with same size (N = 10,000), but including two subgroups, each containing 5,000 

individuals randomly sampled from a large but independent population in HWE. For all 

SNPs, the RAFs were randomly distributed between 0.1 and 0.9, and 10% of the SNPs 

were simulated as with errors as described above. 

We plotted histograms to compare the HWE test results of PopHWE and those of meta-

analysis (Fig. 2). Note that the classical 𝜒2 values don’t follow 𝜒2 distribution in the 

presence of population stratification (Fig. 2J), indicated by the long tail in the histogram. 

On the contrast, the PopHWE 𝜒𝑝
2, 𝜒𝑠

2 (Figs 2A, 2D) and the meta-analysis 𝜒𝑚
2  values 

(Fig. 2G) all appeared to follow 𝜒(1)
2  distribution. 𝜒𝑑

2 values can be both positive and 

negative (Fig. 2M), since they were calculated as the difference between 𝜒𝑐
2 and 𝜒𝑒

2.   

Since 𝜒(1)
2  distribution is highly skewed and difficult to be plotted, we converted the 𝜒2 

values to z-values and plotted histograms for them. Fig. 2C, Fig. 2F, and Fig. 2I show that 

𝑍𝑟𝑝, 𝑍𝑟𝑠, and 𝑍𝑟𝑚 follow N(0, 1) distribution closely, confirming that the corresponding 

𝜒𝑝
2, 𝜒𝑠

2, and 𝜒𝑚
2  follow 𝜒(1)

2  distribution. On Fig. 2L and Fig. 2O, we can see that 𝑍𝑟𝑐 and 

𝑍𝑟𝑑 do not follow normal distribution, reflecting the facts that 𝜒𝑐
2 and 𝜒𝑑

2 do not follow 

𝜒(1)
2  distribution (Fig. 2J and Fig. 2M).     

Fig. 3 displays the scatterplots of 𝜒𝑐
2 versus 𝜒𝑒

2, 𝜒𝑝
2, 𝜒𝑠

2, 𝜒𝑚
2 , and absolute 𝜒𝑑

2 values, in the 

five rows from top to bottom, respectively. Variants without genotyping errors are colored 

black, and those with errors are red. The second and third columns show HetDef and 

HetExc variants, respectively. The panels in the last column show the 𝜒2 values between 

0 and 100. From the first row we can see that there is a strong correlation between 𝜒𝑐
2 and 

𝜒𝑒
2, which also implies that more ancestry-informative variants would be filtered out if p-

value threshold were set based on 𝜒𝑐
2 values, as predicted above. These plots show that 

both population stratification and data errors can cause HWE deviations, as indicated by 
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𝜒𝑐
2 values. By plotting 𝜒𝑒

2 against 𝜒𝑐
2, we can roughly see which HWE deviations were 

caused by population stratification and which are from genotyping errors.   

The middle three rows show that variants without errors had much lower 𝜒𝑝
2, 𝜒𝑠

2, and 𝜒𝑚
2  

values in general, compared to those with errors, indicating that these scores can be used 

for QC of genotype data in the presence of population stratification. The second and third 

rows show that results of 𝜒𝑝
2 and 𝜒𝑠

2 values are very similar.   

𝜒𝑒
2 values alone cannot be used for QC filtering, but 𝜒𝑑

2, the difference between 𝜒𝑐
2 and 

𝜒𝑒
2, can. Plots in the bottom row show that most of the variants with errors could be 

separated from those without errors in this test case by 𝜒𝑑
2, although it seems to have 

lower discriminative power than 𝜒𝑝
2, 𝜒𝑠

2, and 𝜒𝑚
2 . 

The plots in the 4th row show that 𝜒𝑚
2  values had an upper limit around 3000, 

corresponding to p ≈ 10-300 in each population, the underflow limit of the PLINK HWE 

exact test. 𝜒2 values from PopHWE don’t have similar limits since no extremely small or 

large values are involved in the calculations. 

The middle two columns show that the 𝜒2 values of the HetDef (Column 2) and HetExc 

(Column 3) variant had different distribution patterns. Fig. 3K verifies the theorem that 

𝜒𝑠
2 > 𝜒𝑐

2 under HetExc, as proved in the “Method” section. Fig. 3J shows that for most of 

the variants, especially those with high 𝜒𝑠
2 values, it is true that 𝜒𝑠

2 < 𝜒𝑐
2 under HetDef, 

For 𝜒𝑝
2 values, it also seems true that 𝜒𝑝

2 > 𝜒𝑐
2 when HetExc.   

Fig. 3. shows that 𝜒𝑐
2, 𝜒𝑝

2, 𝜒𝑠
2, and 𝜒𝑚

2  can be used to separate variants with genotyping 

errors from those without errors. As for 𝜒𝑒
2, although it would not be a good test statistic 

alone, it can help us see which HWE deviations were caused by population stratification 

and which were from other reasons, after being plotted against 𝜒𝑐
2. The difference 

between 𝜒𝑐
2 and 𝜒𝑒

2, denoted as 𝜒𝑑
2, reflects the HWE deviations excluding the effect of 

population stratification, and hence can also be used to as a statistical metric for genotype 

data QC.  

The discriminative powers of these test statistics are compared in Fig. 4. The results of 𝜒𝑠
2 

is not plotted since they are very similar to those of 𝜒𝑝
2. Since the cases with genotyping 

errors were completely randomly generated, most of them had high degrees of HWD, and 

hence easily to be detected. Even the classical HWE test statistic 𝜒𝑐
2 has high 

discriminative powers. In the last two columns, we filtered out some easy-to-detect 

genotyping errors and compared statistical metrics with the more difficult cases, in which 
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only the data points with 𝜒2 < 1000 (column 2) and 𝜒2 < 100 (column 3) were included. 

In all these three cases, 𝜒𝑝
2 had the highest AUC values.  

The ROC curves for 𝜒𝑚
2  exhibited irregularities, with the true positive rate remaining low 

until the false positive rate approached nearly 1. As with the upper bound of 𝜒𝑐
2 shown in 

Fig. 3, this issue stemmed from numerical underflow during computation. When sample 

sizes are large, p-values from HWE tests can become extremely small. Most existing 

HWE test software, including PLINK, only computes p-values down to approximately 

10⁻³⁰⁰; any p-value below this threshold is truncated to 0, and the corresponding z-value is 

set to the value associated with this minimum p-value. In the context of HWE meta-

analysis, underflow is not uncommon when there are large subpopulations. When there 

are only two subpopulations with similar sizes, if the directions of heterozygosity differ 

between the two subpopulations, the z-values may cancel each other out, yielding a 

combined z-value close to 0. For instance, consider genotype counts of 4000/0/6000 and 

0/10000/0 in two populations. Due to underflow, both p-values are set to 0, and the z-

values are assigned the same magnitude (corresponding to the minimum p-value) but 

with opposite signs. Given equal sample sizes, the combined z-value becomes 0, despite 

the clear deviation from HWE. Had the p-values been computed accurately, the combined 

z-value would have been substantial. Thus, this represents a false negative, where a 

genuine HWD is incorrectly classified as being in equilibrium. 

This elevated false negative rate is mitigated when more subpopulations are included or 

when subpopulation sample sizes vary. Fig. S1 presents similar ROC curves for a dataset 

comprising 100 subpopulations, each with a sample size of 100. In this scenario, 𝜒𝑚
2  had 

discriminative powers higher than 𝜒𝑑
2, but 𝜒𝑝

2 remained the most powerful test statistic. 

 

HWE test on simulated datasets including different numbers of 

subpopulations 

To test how number of subpopulations affect the HWE test results, we simulated 6 

datasets with total sample size 10,000, but including 10, 20, 50, 100, 200, and 500 

subpopulations, respectively. Each subpopulation was randomly sampled from a 

population in HWE, as described above. Fig. 5 plots the test results of PopHWE and 

meta-analysis, showing the histogram of 𝑍𝑝, 𝑍𝑚, 𝜒𝑝
2 and 𝜒𝑚

2  values, from left to right 

columns. When there were 10 subpopulations, 𝑍𝑝 and 𝑍𝑚 values still seem to follow N(0, 

1), similar to those with 2 subpopulations (Fig. 2). However, when more subpopulations 
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were included in the dataset, the 𝑍𝑚 and 𝑍𝑝 histograms shifted to left, i.e., the HetExc 

side, and hence no longer followed N(0, 1) (Fig. 5, first two columns). However, the 𝜒𝑝
2 

and 𝜒𝑚
2  values (the last two column) seemed to still follow 𝜒(1)

2 , when there were 100 or 

fewer subpopulations      

Results in Fig. 5 imply that 𝑍𝑚 is not a good test statistic metric for HWE meta-analysis, 

especially when the datasets include many ancestry groups. Instead of using 𝑍𝑚 values to 

do one-tailed or two-tailed tests, a better way is to convert them to the unsigned 𝜒𝑚
2  

values and perform one-tailed test, which is equivalent to using the absolute 𝑍𝑚 values 

for one-tailed test with N(0, 1) distribution.   

Fig. 5 also shows that both 𝜒𝑚
2  and 𝜒𝑝

2 can be used to calculate p-values with the 𝜒(1)
2  

disttribution model, even if the data is partitioned into 100 strata, each of which 

containing only 100 individuals. However, ROC curves in Fig. 6 show that 𝜒𝑝
2 might 

have greater discriminative power than 𝜒𝑚
2 . When there were 10 subpopulations, the 

AUC values (when only test statistic value > 100 were considered) of 𝜒𝑝
2 and 𝜒𝑚

2  were 

very close, with AUC difference of 𝜒𝑝
2 and 𝜒𝑚

2  being about 0.001. However, when 

number of subpopulations increased to 500, the AUC difference increased to 0.024, 

indicating 𝜒𝑝
2 is more robust to dataset partitioning than the combined test statistic score 

of the HWE meta-analysis.  

 

HWE test on simulated datasets including fixed allele frequencies in each 

subpopulation 

In order to check the effects of allele frequency differences on the HWE test results, we 

simulated datasets with total sample size 10,000 and two subpopulations with the same 

sample size, each of which was randomly sampled from a population with same allele 

frequencies for all the 100,000 variants. These datasets were tested with PopHWE and 

meta-analysis. Fig. 7 includes the results of 6 datasets with the following RAF 

differences between the two populations: 0.1, 0.2, 0.3, 0.8, 0.94, and 0.98, from the top to 

the bottom row. The three columns plot the histograms of PopHWE 𝑍𝑟𝑠, 𝑍𝑟𝑝 and meta-

analysis 𝑍𝑟𝑚 values, respectively, reflecting the corresponding 𝜒𝑠
2, 𝜒𝑝

2, and 𝜒𝑚
2  values.   

The first column shows that 𝑍𝑟𝑠 closely follows a N(0, 𝜎) distribution, where 𝜎 < 1, in 

other words, 𝜎𝑍𝑟𝑠~𝑁(0,1), which indicates that the corresponding 𝜒𝑠
2 values will follow 

𝜒(1)
2  distribution after multiplied by 𝜎2, i.e., 𝜎2𝜒𝑠

2 ~ 𝜒(1)
2 . Note that 𝜎 is close to 1 when 

the RAF difference is 0.1, and decreases when RAF difference increases. The second 
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column verifies that 𝑍𝑟𝑝 follows a N(0, 1) distribution, as predicted above, which also 

means that 𝜒𝑝
2 ~ 𝜒(1)

2 . 𝑍𝑟𝑚 values were calculated using meta-analysis based on Stouffer’s 

method, which is expected to follow N(0, 1) distribution when sample size is sufficiently 

large. Our test results (last column) verify that when sample size is 10,000 and there are 

two subpopulations with RAF difference 0.3 or less, this is approximately true (with 𝜎 

between 0.97 and 0.99). Comparing the three test statistics, 𝑍𝑟𝑝 is the best one since it 

follows a N(0, 1) distribution under null and tolerates RAF difference, indicating that 𝜒𝑝
2 

is a good test statistic for HWE test in the presence of population stratification, and it can 

replace both 𝜒𝑠
2 and 𝜒𝑚

2 .    

 

HWE test on simulated datasets including admixed populations  

PopHWE can also be applied to admixed populations. We simulated datasets randomly 

sampled from a recently admixed population, in which all individuals had two ancestries 

A and B, with proportions of A ancestry uniformly distributed from 0 to 1. For each of the 

100,000 variants, ancestry groups A and B had different RAFs, and for each individual in 

the admixed population, the RAF was only determined by the ancestry proportion.   

We first tested PopHWE using a dataset with sample size 10,000 and simulated as above, 

without partitioning it into separated subsets. When the dataset is not stratified, 𝜒𝑒
2 values 

can be calculated using the total genotype counts 𝑁𝑎𝑎, 𝑁𝑎𝑏, 𝑁𝑏𝑏. However, 𝜒𝑝
2 and 𝜒𝑒

2 

need to be computed slightly differently. In this admixed model, samples are not 

aggregated to ancestry groups, and hence no allele frequencies in groups can be 

calculated. Instead, for each sample, an individual-specific allele frequency (IAF) can be 

estimated from its ancestry proportion, and expected genotype counts can be calculated 

from IAF. For each sample i, let the ancestry proportion be 𝑟𝑖, for a certain locus, the IAF 

𝑝𝑖 was estimated as 𝑝𝑖 =  𝑝𝑏 + 𝑟𝑖𝑝𝑡, where 𝑝𝑏 and 𝑝𝑡 were the RAFs in the two ancestry 

groups for this variant. We calculated the expected genotype counts as 𝐸𝑖𝑎𝑎 = ∑ 2𝑝𝑖
2𝑁

𝑖=1 ,  

𝐸𝑖𝑎𝑏 = ∑ 2𝑝𝑖(1 − 𝑝𝑖)
𝑁
𝑖=1  and 𝐸𝑖𝑏𝑏 = ∑ (1 − 𝑝𝑖)

2𝑁
𝑖=1 . Alternatively, these counts can also 

be estimated using Equations (3), (4), (5). The sum of the expected genotype count was 

calculated as 𝑆𝑒𝑎𝑎 =  ∑ 𝐸𝑖𝑎𝑎
𝑁
𝑖=1 , and 𝜒𝑠

2, 𝜒𝑒
2, and 𝜒𝑝

2 values were calculated using 

Equations (7), (8) and (11).  

The test results are presented in Fig. 8. Fig. 8A shows the distribution of 𝜒𝑐
2 values, 

exhibiting a long visible tail extending to ~1,111, as expected from Equation (6). The 

scatterplot in Fig. 8B reveals a tight correlation between  𝜒𝑐
2 and  𝜒𝑒

2, a slope of 0.98 and 
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an r2 of 0.99 for the linear regression. Fig. 8C, 8E and 8D show that  𝜒𝑠
2, 𝜒𝑝

2 and 𝜒𝑑
2 

values had much lower standard deviations than 𝜒𝑐
2 values, although they did not follow 

𝜒(1)
2  distribution very closely. Fig. 8F plots the histogram of 𝑍𝑝, which doesn’t follow 

normal distribution.  

We then aggregated the samples in the above dataset into difference numbers of groups 

such that each group contained only individuals with ancestry proportions within a 

certain range. These datasets were used to test PopHWE and meta-analysis for stratified 

HWE tests. Fig. 9 presents the test results when the dataset was partitioned into 2, 4, 6, 8, 

10, 20, and 50 subgroups, from the top row to the bottom row, respectively. Histograms 

of 𝑍𝑝, 𝑍𝑚, 𝜒𝑝
2, and 𝜒𝑚

2  values are plotted on columns 1 to 4, and scatterplots of 𝜒𝑐
2 vs. 𝜒𝑒

2 

are plotted on the last column.  

When the 10,000 samples were aggregated into only 2 groups, neither 𝑍𝑝  nor 𝑍𝑚  values 

followed the N(0, 1) distribution, with 𝑍𝑝 values shifted to the HetDef side and 𝑍𝑚 to the 

HetExc side, and σ values much higher than 1 (2.4 and 2.8, respectively). In agreement 

with the z-values, the corresponding 𝜒𝑝
2 and 𝜒𝑚

2  values did not follow 𝜒(1)
2  distribution 

either. The scatterplot shows that 𝜒𝑒
2 values, the expected 𝜒2 values resulting from 

population stratification calculated using this model, were much lower than the observed 

𝜒𝑐
2 values. Both the mean value shifts and the low slope of the 𝜒𝑐

2 vs 𝜒𝑒
2 scatterplot 

indicate the existence of unaccounted population stratification, as described in “Method”. 

When the dataset was partitioned into more groups based on ancestry proportions, the 

mean values of  𝑍𝑝  and 𝑍𝑚 became closer to 0, and the slope on the scatterplots increased 

to near 1, indicating agreements between expected and observed 𝜒2 values. When 

number of subgroups was 8 or 10, the distributions of  𝑍𝑝 and 𝜒𝑝
2 were very close to N(0, 

1) and 𝜒(1)
2 , respectively, and the slopes of the scatterplot were near 1 (> 0.96), but the 𝑍𝑚 

values were still shifted to the HetExc side. When the dataset was divided into 50 

subgroups, although the slope on the that 𝜒𝑐
2 vs. 𝜒𝑒

2 plot remained close to 1 (Fig 9i), the 

distributions of 𝑍𝑝  and 𝑍𝑚  values shifted away from N(0, 1) (Figs. 9e and 9f). It seems 

that both too few and too many subgroups are not good for HWE test of admixed 

populations. Population stratification of an admixed population can be fully accounted for 

by partitioned it into 8-10 strata based on ancestry backgrounds and using 𝜒𝑝
2 to estimate 

the null distribution. Comparing the results in Fig. 9 to those in Fig. 8, for admixed 

populations, when appropriately aggregated, the stratified PopHWE test is possibly better 

than the test using IAFs.  
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Applying PopHWE and meta-analysis to 1000 Genomes Project data  

We applied PopHWE and the meta-analysis method to the 1KGP data. We first tested the 

method using the genotypes of the ~282K GrafAnc Ancestry SNPs extracted from 1KGP 

data. GrafAnc was used to group 1KGP individuals in the following three ways: 1. With 5 

superpopulations including AFR (n=648), EUR (n=511), SAS (n=489), EAS (n=504), 

and AMR (n=320). 2. Seven continental ancestry groups by splitting the 156 African 

Americans (AncGroupID = 107) from the AFR group, and 212 Latin American 2 

(AncGroupID = 602) samples from the AMR group. 3. With all the 29 subcontinental 

ancestry groups assigned by GrafAnc, with sample sizes ranging from 1 to 199. Fig. 10 

shows the histograms of 𝑍𝑝, Zs, Zm, 𝜒𝑝
2, 𝜒𝑠

2, and 𝜒𝑚
2  values obtained using the above 3 

grouping methods. The top row shows the distributions of the 𝑍𝑝 values. We can see that 

𝑍𝑝 shifted to the HetDef side when the dataset was partitioned into 5 and 7 

superpopulations. When it was assigned to 29 ancestry groups by GrafAnc, there was an 

almost perfect match of 𝑍𝑝 and N(0, 1) distributions (Fig. 10C). These results are also 

verified by the histograms of 𝜒𝑝
2 (the 4th row), indicating (1) Ancestry grouping made by 

GrafAnc correctly reflects the genetic ancestry of 1KGP data. (2) Most of the selected 

SNPs do not have genotyping errors in the dataset. (3) PopHWE tolerates ancestry 

grouping at fine scale. Results of 𝑍𝑠 (2nd row) and 𝜒𝑠
2 (4th row) are very close to those of 

𝑍𝑝 and  𝜒𝑝
2, but the former looks slightly better than the latter. For meta-analysis, 𝑍𝑚 (3rd 

row) always shifted to the HetExc side, no matter which ancestry grouping method was 

used. As pointed out above, the undirected 𝜒𝑚
2  would be a much better test statistic than 

𝑍𝑚. However, even if 𝜒𝑚
2  is used, meta-analysis is not as good as PopHWE, since 

𝜒𝑝
2 follows 𝜒(1)

2  more closely than 𝜒𝑚
2 , especially when the dataset is separated into 

ancestry groups at subcontinental level. 

Fig. 11 plots the scatterplots of 𝜒𝑐
2 vs. 𝜒𝑒

2, 𝜒𝑑
2, 𝜒𝑝

2, and 𝜒𝑒
2, from the top row to the bottom 

row, respectively. As in Fig. 10, the three different ways to partition the dataset are shown 

in different columns. The 𝜒𝑐
2 vs. 𝜒𝑒

2 scatterplots show that there were tight correlations 

between 𝜒𝑐
2 and 𝜒𝑒

2 values, with slopes close to 1, confirming that the 𝜒𝑒
2 was a roughly 

unbiased estimation of 𝜒𝑐
2 for 1KGP dataset, and the GrafAnc ancestry grouping correctly 

accounted for the population stratification. However, when the dataset was coarsely 

partitioned into only 5 continental populations, the slope was rather low (0.88, Fig 11A), 

indicating that some population stratification was not accounted for, as described above. 

The slope increased when the dataset was split into more ancestry groups.  
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The 𝜒𝑐
2 vs. 𝜒𝑒

2 scatterplots also separate the HWE deviations caused by population 

stratification from those caused by other reasons, mostly likely by data errors. SNPs with 

high 𝜒𝑐
2 values have high observed HWD. The scatterplots show that these SNPs were 

separated into two clusters: one cluster with high 𝜒𝑒
2 values and the other with low 𝜒𝑒

2, 

likely reflecting population stratification and data errors, respectively. These scatterplots 

are potentially useful for genotype data QC. For example, as a method in addition to 

automatic filtering using 𝜒𝑝
2, after visual inspection, one can draw cutoff lines on 𝜒𝑐

2 vs. 

𝜒𝑒
2 scatterplot to filter out SNPs with potential data errors. 

Scatterplots in the first row also indicates that 𝜒𝑑
2, the difference between 𝜒𝑐

2 and 𝜒𝑒
2 

might also be useful in genotype data QC. The second row of Fig. 11 shows the 

relationship between 𝜒𝑐
2 and 𝜒𝑑

2. Based on the graph, a threshold of 𝜒𝑑
2 could be set to 

filter out SNPs with potential data errors. However, the setting of 𝜒𝑑
2 cutoff would be 

useful only if the population stratification had been fully accounted for, i.e., the slope was 

closed to 1. When the slope is much lower than 1, 𝜒𝑒
2 values should be estimated using 

the regression equation, which might not be easy to obtain since SNPs with potential 

errors should be excluded before linear regression analysis. 

The bottom three rows show the scatterplots of 𝜒𝑐
2 vs. 𝜒𝑝

2, 𝜒𝑠
2, and 𝜒𝑚

2 ,  all of which had 

much lower average values than 𝜒𝑑
2. Our simulation results in Fig. 3 already showed that 

the variants with high 𝜒𝑝
2, 𝜒𝑠

2, or 𝜒𝑚
2  values were likely to have genotyping errors, and 

that these test statistics probably had more discrimination powers than 𝜒𝑑
2. However, 

through visual inspection comparing the scatterplots in the first row to those in the last 

three rows, we can see that for the SNPs with high 𝜒𝑐
2 values, it seems that 𝜒𝑐

2 vs. 𝜒𝑒
2 

scatterplot can separate HWD caused by population stratification from HWD caused by 

data errors more clearly than other plots. These results indicated that 𝜒𝑒
2 and 𝜒𝑑

2 might 

also be useful for genotype data QC. The scatterplots of 𝜒𝑐
2 vs. 𝜒𝑠

2 also verify that for 

SNPs with HetExc (the red dots), 𝜒𝑠
2 is always greater than 𝜒𝑐

2, as proved above. On the 

other hand, almost all the SNPs with HetDef had 𝜒𝑠
2 < 𝜒𝑐

2. For 𝜒𝑝
2, it seems also true that 

𝜒𝑝
2 > 𝜒𝑐

2 for HexExc SNPs (Figs. G-I).   

Adopting the approach of partitioning the same 1KGP dataset into 29 continental 

populations, we tested how SNPs with potential errors were filtered out using 𝜒𝑑
2, 𝜒𝑝

2 and 

𝜒𝑚
2 . We set the thresholds of these test statistics so that exactly 0.1% of the SNPs 

exceeded the cutoffs and would be filtered out. Fig. 12 shows the test results. From top to 

bottom, each row presents scatterplots of 𝜒𝑐
2 vs. 𝜒𝑒

2, 𝜒𝑑
2, 𝜒𝑝

2 and 𝜒𝑚
2 . From left to right, 

each column highlights the SNPs filtered out using 𝜒𝑑
2, 𝜒𝑝

2 and 𝜒𝑚
2 , colored in red, purple, 
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and chocolate color, respectively. To filter out 282 (0.1%) SNPs, cutoff values of 𝜒𝑑
2, 𝜒𝑝

2 

and 𝜒𝑚
2  needed to be set to 116.9, 45.8, and 32.7, respectively. Since we do not know 

which 1KGP variants have genotyping errors, we do not know which are true positives 

and which are false. However, histograms in Fig. 10 imply that most of the Ancestry 

SNPs don’t have data errors, and the 𝜒𝑝
2 and 𝜒𝑚

2  values approximately follow 𝜒(1)
2  

distribution. Cutoff values 45.8 and 32.7 correspond to p-values 1.3×10-11 and 1.1×10-8, 

based on 𝜒(1)
2  distribution, meaning that we are extremely confident that the variants to be 

filtered out did have data errors, and the confidence level was much higher using 𝜒𝑝
2 than 

using 𝜒𝑚
2 . For 𝜒𝑚

2 , when same cutoff (45.8) as for 𝜒𝑝
2 was used, only 231 (0.08%) SNPs 

were filtered out, implying that 𝜒𝑝
2 might have lower false negative rates than 𝜒𝑚

2  when 

same p-value threshold was used. In addition, Fig. 10 also showed that 𝜒𝑝
2 values had 

lower standard deviations than 𝜒𝑚
2  values, as reflected by the low 𝜎 values of 𝑍𝑝 than 

those of 𝑍𝑚 (Fig. 10), which implies that 𝜒𝑝
2 probably has lower type I errors than 𝜒𝑚

2 , 

when same p-value threshold is used.      

 

Testing PopHWE using all variants in Chromosome 22 of 1KGP data  

We then applied PopHWE and meta-analysis methods to the 1KGP Chromosome 22 

dataset, using all the 1.9M variants. In the Ancestry SNP dataset used above, the variants 

were preselected by GrafAnc to keep ancestry informative SNPs, and hence very few 

SNPs have low MAFs. Since many variants with low MAFs are included in the 

Chromosome 22 dataset, and 𝜒2 test requires a minimum expected genotype count, 

usually 5, a higher MAF threshold needs to be set. The 1KGP dataset has a rather small 

sample size 2,504. For variants with RAF = 0.01, the minimum expected genotype count 

will be 0.25, far fewer than the required value. So, we set MAF threshold to 0.05, such 

that the minimum expected genotype count will be 6.3, a little larger than the required 

value.                       

The dataset was partitioned into 5, 7, and 29 ancestry groups, same as what we did with 

the 1KGP Ancestry SNP dataset, and histograms and scatterplots (Figs 13-15) similar to 

Figs 10-12 were plotted to present the results. 

Results of HWE test with all variants in chromosome 22 of the 1KGP data are similar to 

those of the Ancestry SNPs, except that the former had many more variants with potential 

errors. Comparing Fig. 13 with Fig. 10, we can see that 𝑍𝑝 and 𝑍𝑠 values shifted to the 

HetDef side when the dataset was partitioned into 5 or 7 continental ancestry groups, 
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while 𝑍𝑚 shifted to the HetExc side with all ancestry grouping methods. It seems the 

histograms don’t follow N(0, 1) or 𝜒(1)
2  distribution (the red curves), but this is expected 

because many variants might have genotyping errors. Assuming 38% variants had 

genotyping errors, we plotted curves (purple) of N(0, 1) or 𝜒(1)
2  distribution for the rest 

62% variants. These curves fit the distributions of 𝑍𝑝, 𝑍𝑠, 𝜒𝑝
2, and 𝜒𝑠

2 very well, when the 

dataset was split into 29 ancestry groups and 𝜒𝑝
2 and absolute z-values were small (last 

column, 1st, 2nd, 4th, and 5th columns), which indicates that the estimate of the genotyping 

error rate (38%) is reliable, and the purple curves can be used to estimate the true positive 

and false positive rates when variants are filtered using any 𝑍𝑝 or 𝜒𝑝
2 cutoffs.   

Fig. 14 plots the scatterplots of 𝜒𝑐
2 vs. 𝜒𝑒

2, 𝜒𝑑
2, 𝜒𝑝

2, 𝜒𝑠
2, and 𝜒𝑚

2 , showing HetDef variants 

in blue and HetExc in red. It appears there were no large differences between the 

scatterplots obtained with different ancestry grouping methods. The 1st row shows that 

variants with high HWD (as reported by 𝜒𝑐
2) were separated into two clusters: the top one 

caused by population stratification, and the bottom one by genotyping errors. These 

scatterplots also show that all HetExc variants (colored red), except a few with very low 

𝜒𝑐
2 values, had 𝜒𝑒

2 values near 0, which is expectable since population stratification would 

result in HetDef. In other words, for HetExc variants, the effects of population 

stratification can be ignored, and the dataset can be treated as one without population 

structure so that the classical 𝜒2 test is applicable. For HetDef variants, those with HWD 

were separated into two clusters on the 𝜒𝑐
2 vs. 𝜒𝑒

2 scatterplot. We believe that for most of 

the variants close to the diagonal line, the HWE deviations are caused only by population 

stratification, and for those far away from the diagonal line, the HWE deviations may be 

caused by data errors, or both data errors and population stratification. Fig. 14 also show 

that most of the variants with extremely large 𝜒𝑐
2 values were the HetExc ones, and for all 

HetExc variants, 𝜒𝑠
2 > 𝜒𝑐

2 (4th row) as proved above, and it seems we also have 𝜒𝑝
2 > 𝜒𝑐

2 

(3th row).            

Fig. 15 presents how 𝜒𝑑
2, 𝜒𝑝

2, and 𝜒𝑚
2  could be used to find variants with potential data 

errors, both for HetExc and HetDef variants. Out of the 1.87M variants in Chromosome 

22, 185K variants had MAF > 0.05. Setting p-value cutoff to 1×10-5, corresponding to 𝜒2 

= 19.5 based on 𝜒(1)
2  distribution, 71K (39%), 56K (30%), and 53K (28%) variants would 

be filtered out by using 𝜒𝑑
2, 𝜒𝑝

2, and 𝜒𝑚
2 , respectively. On the other hand, in order to filter 

out 25% (46K) of the SNPs, the cutoff values should be set at 59, 38, and 45, for using 

𝜒𝑑
2, 𝜒𝑝

2, and 𝜒𝑚
2 , respectively. Fig. 15 shows the distributions of the 25% variants removed 

using different metrics. Since we don’t know which SNPs really had genotyping errors, it 
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is difficult to compare the precisions of different statistic metrics in finding data errors. 

However, in Fig. 15B, we can see that almost all variants filtered out by 𝜒𝑝
2 (purple dots) 

were also in the cluster away from the diagonal, implying that the HWE deviations of 

these variants might be caused by reasons other than population stratification. Similar 

results were observed on Fig. 15C, for variants filtered out using  𝜒𝑚
2  (chocolate color), 

except that the removed and kept variants were not separated as well as in Fig. 15B, 

implying that 𝜒𝑝
2 might be more accurate than 𝜒𝑚

2  in finding variants with genotyping 

errors. This was confirmed by the plots on the bottom two rows. Comparing Fig. 15I and 

Fig. 15L, we can see that some variants identified as without data errors at 𝜒𝑚
2  threshold 

38 had 𝜒𝑝
2 values as high as 200 and above. However, Figs. 15H and 15K show that 

variants with low 𝜒𝑝
2  (colored black) also have low 𝜒𝑚

2  values, implying that filtering 

with 𝜒𝑝
2 might be more reliable.     

Note that the areas of clusters appearing on the plots do not reflect the size. Actually 75% 

of the variants were colored in black.  

 

Discussion 

The HWE test has become one of the most widely used methods for detecting genotyping 

errors in genetic studies, based on the observation that severe departures from HWE 

expectations often signal such errors. However, applying the HWE test to large genomic 

datasets has introduced substantial challenges. In modern genomic studies, population 

structure is present in nearly all genotype datasets, especially large ones. Such structure 

causes deviations from HWE even in the absence of data errors. When the 𝜒2 test is used 

to assess HWE, its values are directly proportional to sample size if population 

stratification exists. The p-values calculated using the 𝜒(1)
2  distribution therefore decrease 

rapidly and can easily reach the underflow limit when sample sizes are large, even if the 

degree of population stratification is low. A p-value measures the confidence that the 

dataset was sampled from a population in HWE, not the degree of HWD (Attia et al 

2010, Rothman 2002). Nevertheless, p-values are often used with the intention of 

filtering out variants with substantial HWD. In addition, a p-value is meaningful only 

when the model is correct. In fact, in most studies using large genotype datasets, the 

investigators already know that the datasets contain some degree of population structure. 

When the classical HWE test is used to identify genotyping errors, an incorrect null 

hypothesis that the population is in HWE has been assumed, and it should therefore not 
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be expected that the 𝜒𝑐
2 values of variants without genotyping errors follow a 𝜒(1)

2  

distribution. Because the model is wrong, the p-values may be useless or even 

misleading. Extremely low p-values, such as 10-300, do not mean that it is extremely 

unlikely that variants have no genotyping errors. These p-values would be much higher if 

a correct model were used. In this case, the 𝜒𝑐
2 values might still be useful, but p-values 

calculated using the 𝜒(1)
2  distribution are misleading. 

When population structure exists in a dataset, a simple and straightforward way is 

partitioning it into ancestry groups, hoping each group is roughly genetically 

homogenous, and hence the null hypothesis should be each group being in HWE. We 

have shown that expected genotype counts can be easily calculated under this hypothesis, 

and so can the 𝜒2 expected due to population stratification. Plotting 𝜒𝑒
2 against 𝜒𝑐

2, we 

can separate HWE deviations caused by population stratification from those resulting 

from genotyping errors. After visual inspection on the scatterplots, we can draw a cutoff 

line (or curve) to roughly identify the variants with potential genotyping errors. This is 

useful as an extra method in addition to automatic variant filtering. Although no p-values 

can be calculated from the 𝜒𝑒
2 and 𝜒𝑐

2 values since no distribution models are available, 

we can still directly use 𝜒𝑒
2, 𝜒𝑐

2, and/or 𝜒𝑑
2 values to filter out variants with potential 

genotyping errors. Since the variants are clustered on the scatterplots, it is not required to 

use p-values to accept or reject the null hypothesis. In addition, even if the null 

hypothesis is false, i.e., population stratification exists in one or more subpopulations, as 

long as the ancestry grouping captures some degree of population stratification, many 

variants with potential genotyping errors can still be separated from those without errors. 

If the population stratification is fully captured by the ancestry grouping, the slope of the 

𝜒𝑒
2 vs. 𝜒𝑐

2 regression on the scatterplot will be 1.  Lower slope indicates population 

stratification exists in one or more subpopulations. With more careful examination on 

these subpopulations, it is possible to regroup the dataset to capture more population 

stratification and hence improve the accuracy of genotype data QC using HWE test.  

By using the genotype counts and expected counts in all subpopulations, we have 

extended the classical chi-square goodness-of-fit test for datasets with population 

stratification. Under H0P, we created a new test statistic 𝜒𝑝
2 to replace the classical 𝜒2 

metric, denoted as 𝜒𝑐
2 in this manuscript. 𝜒𝑝

2 is applicable to testing for the H0P that all 

subpopulations are in HWE, as well as for the classical H0C that the whole dataset is in 

HWE. The 𝜒𝑝
2 metric is expected to asymptotically follow a 𝜒(1)

2  distribution, and hence 

meaningful p-values can be calculated using 𝜒𝑝
2 when population stratification exists.   
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Due to the Wahlund effect, population stratification results in heterozygote deficiency 

(HetDef). Therefore, the HWD of HetExc variants are most likely caused by factors other 

than population stratification, which is consistent with the observation that HetExc 

variants often reflect genotyping errors (Royo 2020). We have shown that 𝜒𝑝
2 was greater 

than 𝜒𝑐
2 for all HetExc variants with all the data we tested, which implies that it might be 

safe to use the classical HWE test for HetExc variants. For these variants, the presence of 

population structure does not increase the type I error of the classical HWE test. In 

addition, even if population structure exists in the datasets, for some variants, e.g., the 

allele frequencies between different subpopulations may be very low. We have shown 

above, e.g., Equation (2) and Jensen’s inequality, that HWD is caused by the allele 

frequency differences between subpopulations. Strictly speaking, population 

stratification, not population structure, is the reason that causes HWE deviation.       

In Equations (7) and (8), 𝜒𝑠
2 and 𝜒𝑒

2 values are calculated with the requirement that the 

dataset be partitioned into distinct ancestry group. However, for many species, including 

homo sapiens, there are no sharp, discontinuous boundaries between populations. 

Especially for some recently admixed populations, such as African Americans and Latin 

Americans, the samples appear as continuous clines, instead of distinct clusters. For these 

populations, if the individual-level allele frequencies (IAF) can be estimated, using 

GrafAnc or the method used in RUTH, we can use the same equations to calculate 𝜒𝑝
2 and 

𝜒𝑒
2 values, by treating each sample as a subpopulation with sample size being one (or one 

unit). Simulation results with an admixed population with RAFs ranging from 0 to 1 (Fig. 

8B) show that the samples were distributed near the y=x line on the 𝜒𝑐
2 vs. 𝜒𝑒

2 scatterplot, 

indicating  𝜒𝑒
2 is the unbiased estimation of 𝜒𝑐

2. However, 𝜒𝑝
2 did not follow 𝜒(1)

2  

distribution, with standard deviations greater than 𝜒(1)
2 , although it looked much better 

than 𝜒𝑐
2 (Fig. 8A) for HWE-test.  

Treating one individual as one subpopulation may introduce too much noise, which may 

explain the large standard deviations of 𝜒𝑝
2  and 𝑍𝑝 values as observed in Figs. 8E and 8F. 

Admixed populations lacking distinct clusters can also be partitioned into separate, 

genetically similar ancestry groups for HWE testing. Our simulation results demonstrate 

that even in a rather extreme scenario, where each individual carries two ancestries and 

ancestry proportions are uniformly distributed across the full range from 0 to 1, 

population stratification can be almost fully accounted for by dividing the dataset into 8 

to 10 subpopulations, such that the maximum ancestry proportion difference within each 

subpopulation is 0.1 to 0.125. Extending these findings to human genotype data, for 

recently admixed populations such as African Americans, one can first estimate ancestry 
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proportions using methods like PCA or GrafAnc, then partition the population into 

groups in which the maximum ancestry proportion difference is about 0.1, and perform a 

stratified HWE test using PopHWE. When sample size is sufficiently large, one can plot 

scatterplots and histograms as in Fig. 8 to check if population stratification is captured by 

the ancestry grouping.  

Stratified HWE tests can be performed using classical per-stratum methods, after which 

the results across strata should be combined to avoid loss of power (Schaid et al., 2006). 

Several statistical methods are available for combining results, of which Stouffer's 

method is the most commonly used. Nevertheless, researchers still tend to treat 

subpopulations separately, probably because meta-analysis methods are not implemented 

in commonly used software tools. Moreover, although Kwong et al. (2021) describe 

meta-analysis using Stouffer's method as "an unpublished but commonly used approach," 

the performance of different HWE meta-analysis methods has not been well evaluated or 

compared. Other methods, such as the omnibus stratified framework of Troendle and Yu 

(1994), which calculates 𝜒2 values for all strata and combines them by summing the 𝜒2 

values, are preferred by some investigators (Garg et al., 2026), out of concern that 

cancellation of z-value, when different groups deviate from HWE in opposite directions, 

may result in power loss. However, cancellation should not be a problem, since the 

combined z-value follows a N(0,1) distribution under the null even after cancellation, 

which is also confirmed by our simulation results. Summing the squares of z-values 

avoids cancellation but may not increase power, for two reasons: (1) a one-tailed test 

cannot be performed, and (2) the degrees of freedom increase. In any case, two large z-

values pointing in different directions are more likely to arise from random fluctuation, 

compared with those in same directions, so allowing them to cancel each other is 

reasonable. 

Stouffer's method can be applied to datasets with small sample sizes by using the HWE 

exact test to calculate p-values and deriving signed z-values from those p-values. The 

problem with this method is the case in which identical large z-values differ only in sign, 

which in many cases are artifacts caused by numerical underflow. Another problem is that 

the combined z-value shifts toward the HetExc side, which can be avoided as discussed 

below. However, with the omnibus stratified framework of Troendle and Yu, 𝜒2 (or 𝑍2 as 

in Garg et al. 2026) need to be calculated for each stratum. These 𝜒2 values might not be 

accurate, since some strata may have much smaller sample sizes than the whole dataset. 

For example, Garg et al. (2026) divided 1KGP data into 10 strata, of which the smallest 

had only 170 individuals. For variants with MAF = 0.1, the minimum expected genotype 
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count would be 1.7, far below the number required for a valid 𝜒2 test. In addition, the 

combined z-values produced by Stouffer's method are comparable across studies, 

whereas the combined 𝜒2 values obtained with the omnibus stratified framework are not, 

owing to their differing degrees of freedom. 

In this manuscript, we elucidate some usage details of meta-analysis with Stouffer's 

method and evaluate its performance using simulated and 1KGP data. As described 

above, the HWE exact test is usually needed for analyzing each stratum. Theoretically, 

after the z-values from all strata are combined using Stouffer's method, the overall z-

value follows a N(0, 1) distribution under the null hypothesis that each stratum is in 

HWE. However, this holds only if the sample sizes are infinite or "sufficiently large". We 

show that for a moderately large dataset, e.g., with thousands of samples spanning 

roughly a dozen subpopulations, the combined z-values depart significantly from the 

expected N(0, 1) null distribution, with the distribution shifted toward HetExc. This shift 

will inflate the type I error rate of the one-sided test for HetExc (the left tail), while 

reducing the power of the one-sided test for HetDef (the right tail) and thus increasing its 

type II error rate. The type I error rate of the two-sided test will also be inflated. We 

attribute this shift in part to the discreteness of HWE exact test p-values and to the need 

to assign signs to the resulting z-values, both of which can distort the null distribution. 

However, our results show that when the signs of the z-values are ignored, these values 

follow N(0, 1) distribution on one side very closely when sample sizes are moderately 

large. Since the square of a random variable following N(0, 1) follows 𝜒(1)
2  distribution, 

we can convert the signed z-values (𝑍𝑚) to the unsigned 𝜒2 values, called 𝜒𝑚
2  for meta-

analysis in this manuscript. As shown above, 𝜒𝑚
2  is a much better test statistic metric than 

𝑍𝑚, indicating that HWE meta-analysis should be modified to convert the combined z-

values to 𝜒𝑚
2  values and calculate p-values based on 𝜒(1)

2  null distribution. 

For chi-square goodness-of-fit test with biallelic variants, the 𝜒2 values are expected to 

follow 𝜒(1)
2  null distribution, and hence 𝜒𝑚

2  are comparable to the 𝜒2 values obtained 

from chi-square tests. Similarly, the square roots of  𝜒𝑐
2 and 𝜒𝑝

2 values obtained from chi-

square test are also comparable to the meta-analysis 𝑍𝑚 values. Randomly assigning 

signs to the converted z-values will make them easily comparable to 𝑍𝑚 values on 

graphs. The extra noises introduced by the random sampling are minimal when there are 

thousands or more samples.  

Our test results with simulated and 1KGP data demonstrate that HWE test using the 

PopHWE 𝜒𝑝
2 performs better than the modified HWE meta-analysis using 𝜒𝑚

2 . In 
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addition, 𝜒𝑝
2 is more robust to the small sample sizes and large numbers of 

subpopulations. Even when datasets are split into hundreds of subpopulations containing 

only a few samples, HWE test using 𝜒𝑝
2 can still distinguish most variants with 

genotyping errors from those without errors, with discrimination powers much higher 

than those obtained using the meta-analysis 𝜒𝑚
2 . The robustness of PopHWE is probably 

related to its simple algorithm. For each subpopulation, PopHWE only uses the observed 

allele counts to calculate the expected genotype counts, and HWD is estimated only after 

the expected genotype counts in all subpopulations are calculated and combined. No 

matter how small the sample size of a subgroup is, the allele frequency calculated using 

the observed allele counts is always the unbiased and best estimation of the allele 

frequency in the population where the subgroup was sampled from. However, for HWE 

meta-analysis, no matter whether chi-square test or HWE exact test is used, HWD is 

estimated for each subgroup, which might introduce some extra random fluctuations.     

Another advantage of PopHWE over the HWE meta-analysis is that the former can 

distinguish HWD caused by genotyping errors from those caused by other reasons, and 

display them in different clusters on scatterplots of 𝜒𝑐
2 vs. 𝜒𝑒

2 for visual inspection. Same 

as the classical chi-square test, the alternative hypothesis of PopHWE test is ambiguous. 

When H0P is rejected with a high 𝜒𝑝
2 value, one needs to determine if it is caused by 

genotyping errors or existence of population stratification in some subpopulations. 

However, in this case one can examine the scatterplot of 𝜒𝑐
2 vs. 𝜒𝑒

2 and find the 

correlation between them and calculate the slope, as well as estimate the existence and 

degree of population stratification that is not accounted for by the ancestry grouping.  

After that, one can choose to either manually draw a line on the scatterplot to filter 

variants with potential errors, or improve the ancestry grouping and rerun HWE test. 

Although the existence of unhandled population stratification can also be found by meta-

analysis by checking the distribution of the 𝜒𝑚
2  values, PopHWE provides an extra way to 

resolve this problem. As we see in test results with 1KGP data, 𝜒𝑒
2 separates variants with 

potential genotyping errors from those without errors on the scatterplot. Especially for 

those with high degrees of HWD, it seems 𝜒𝑒
2 has higher discrimination power than 𝜒𝑝

2 

and 𝜒𝑚
2 , which needs to be verified using more simulated and real genotype data. 

The algorithms for calculating the PopHWE 𝜒𝑝
2 and 𝜒𝑒

2 values are very simple, without 

the numerical underflow problem encountered by HWE exact test. Numerical underflow 

in HWE meta-analysis not only affects the precisions of the results, but also increase false 

negative rates in some cases, especially when the dataset includes few large 

subpopulations with similar sizes. PopHWE has very low computation complexity. 
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Adding genotype counts to total takes constant time, needing only three additions. Given 

genotype counts of n samples and k subpopulations, the time complexity to calculate 𝜒𝑝
2 

and 𝜒𝑒
2 values is 𝑂(𝑘). However, calculating the meta-analysis  𝑍𝑚 or 𝜒𝑚

2  values usually 

takes 𝑂(𝑘𝑛) time. Using the optimized algorithm implemented in PLINK 1.9 and above, 

the time complexity can be reduced to 𝑂(𝑘ξ𝑛), still much higher than that of PopHWE. 

In modern genomic studies, it is not uncommon to have datasets including hundreds of 

thousands of samples with genotypes of multi-million variants. For these large genotype 

datasets, it is impractical and unnecessary to enumerate all the genotype configurations 

and calculate the exact p-values based on a binomial distribution, and PopHWE is a much 

simpler, faster, and more robust method for HWE test. 

In comparison with the IAF-based methods like RUTH, the advantages of PopHWE in 

terms of time complexity and explainability of the test results are much more prominent. 

Besides, for modern genomic studies, it is often necessary to partition datasets into 

ancestry groups and compare allele frequencies between these groups. PopHWE, as well 

as HWE meta-analysis, provide ways for researchers to further check HWE deviation in 

each ancestry group, while with IAF-based methods one can only blindly filter out 

variants using a cutoff p-value. IAF-based methods have an advantage: it avoids the 

rather arbitrary ancestry grouping. However, to estimate the IAFs, genetic ancestry 

inference still needs to be done and parameters such as number of PCs needs to be set. It 

is true that ancestry grouping is not trivial. For human genotype data, one can use 

GrafAnc (Jin et al., 2026), for ancestry grouping. GrafAnc assigns samples into 38 

distinct subcontinental ancestry groups, which are relatively homogeneous and can be 

directly used for PopHWE, or merged or filtered by the users before HWE test, 

depending on users’ requirements such as minimum sample sizes of these groups. Since 

PopHWE tolerates ancestry partitioning, subpopulations can be further split using 

GrafAnc scores like ancestry proportions. 

In summary, we have developed PopHWE, a statistical method and software tool that 

performs the HWE test in the presence of population stratification by extending the 

classical chi-square goodness-of-fit test. We also point out that HWE meta-analysis using 

Stouffer's method can be improved by employing the square of the combined z-value as 

the test statistic and calculating p-values based on the 𝜒(1)
2  distribution. Compared with 

meta-analysis, PopHWE is not only more accurate but also much simpler, faster, and 

more robust. We expect that PopHWE will be widely used for genotype data QC, 

especially for large genotype datasets or databases. 
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Code availability 

PopHWE is publicly available at https://github.com/jimmy-penn/PopHWE. 

GrafAnc is available at: https://github.com/jimmy-penn/grafanc 

1000 Genomes Project high-coverage sequence data: 

http://ftp.1000genomes.ebi.ac.uk/vol1/ftp/data_collections/1000G_2504_high_coverage/

working/20190425_NYGC_GATK/ 
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Tables and Figures 

 

Table 1. Calculation of expected z-value when three individuals are randomly drawn from 

a population in HWE with frequency of allele a being 0.1 

     
    Na P(Na) Naa Nab  Nbb P(a) Eab P(g|Na) Zg W(z) 

0 0.5314 0 0 3 0.000 0.000 1.0 0.0000 0.0000 
1 0.3543 0 1 2 0.167 0.833 1.0 0.0000 0.0000 
2 0.0984 1 0 2 0.333 1.333 0.2 1.2816 0.0252 
2 0.0984 0 2 1 0.333 1.333 1.0 0.0000 0.0000 
3 0.0146 1 1 1 0.500 1.500 1.0 0.0000 0.0000 
3 0.0146 0 3 0 0.500 1.500 0.4 -0.8416 -0.0049 
4 0.0012 2 0 1 0.667 1.333 0.2 1.2816 0.0031 
4 0.0012 1 2 0 0.667 1.333 1.0 0.0000 0.0000 
5 0.0001 2 1 0 0.833 0.833 1.0 0.0000 0.0000 
6 0.0000 3 0 0 1.000 0.000 1.0 0.0000 0.0000 

E(z)         0.0206 
 

Na: number of a allele; P(Na): probability to have Na a allele; Naa, Nab, Nbb: counts of the 

three genotypes; P(a): Frequency of a allele in the observed genotypes;  Eab: expected ab 

genotypes calculated using observed genotype counts assuming HWE; P(g|Na): 

probability of observing these genotype counts given Na; Zg: z-value calculated for this 

genotype count configuration; W(z): z-value weighted by P(Na). 

 
 
Table 2. Expected z-values of HWE exact test given different sample sizes and minor 

allele frequencies.   
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 Minor allele frequency 
#Individuals 0.1 0.2 0.3 0.4 0.5 

2 0.016 0.050 0.085 0.111 0.121 
3 0.021 0.039 0.036 0.022 0.015 
4 0.042 0.111 0.155 0.170 0.172 
5 0.051 0.100 0.084 0.036 0.012 

10 0.113 0.202 0.160 0.117 0.108 
20 0.194 0.170 0.066 0.054 0.071 
50 0.298 0.120 0.048 0.023 0.044 

100 0.269 0.073 0.024 0.005 0.031 
200 0.178 0.050 0.018 0.008 0.022 
500 0.105 0.032 0.011 0.004 0.012 

1000 0.076 0.019 0.007 -0.003 0.010 
2000 0.050 0.021 0.016 0.007 -0.009 
5000 0.004 0.006 -0.001 0.004 0.003 

10000 0.003 0.020 0.003 -0.013 0.004 
      

Note：Expected z-values for number of individuals > 500 were obtained through 

simulations. 

 
 
 
 

Langtaosha (LTS) Preprint doi: https://doi.org/10.65215/LTSpreprints.2026.10.20.000366. This version posted October 21, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder. Creative Commons license: CC Attribution-NonCommercial-NoDerivatives 4.0

https://creativecommons.org/licenses/by-nc-nd/4.0



 

Fig. 1. Test results of PopHWE (left column) and HWE-exact test (right column) with 

simulated homogeneous dataset. 10,000 individuals were randomly sampled from an 

infinitely large population in HWE. Total 100K biallelic loci were checked, of which 90K 

loci don't have data errors (top two rows), with allele frequencies in the population 

uniformly distributed between 0.1 and 0.9. 10K loci were simulated with errors (bottom 

two rows), whose genotype counts were randomly generated numbers under the only 

constraint that they summed up to 10,000. Since there are no subpopulations, 𝜒𝑝
2 and 𝑍𝑝 

values are same as the classical 𝜒𝑐
2 and 𝑍𝑐 values, and 𝜒𝑚

2  and 𝑍𝑚 are obtained using 

HWE-exact test without meta-analysis. 
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Fig.2. Histograms of PopHWE and meta-analysis test statistic values obtained with 

simulated dataset including 5,000 samples, 2 subpopulations and 100K SNPs. Only 90K 

SNPs without genotyping errors are displayed. The first column plots chi-square values 

𝜒𝑝
2, 𝜒𝑠

2, 𝜒𝑚
2 , 𝜒𝑐

2, and 𝜒𝑑
2, from top to bottom. The second column shows the corresponding 

z-value, with HetDef SNPs assigned negative values. The last column shows the z-values 
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with randomly assigned signs. The red lines are the distribution curves of 𝜒(1)
2 , N(0, 1), 

and the purple lines are N(0, 1.5) curves (the bottom two rows). 
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Fig.3. Scatterplots showing distributions of different the 𝜒2 values of PopHWE and meta-

analysis against the classical 𝜒2 values. The x-axis shows 𝜒𝑐
2 values, and the y-axis in 

each row from top to bottom shows 𝜒𝑒
2, 𝜒𝑝

2, 𝜒𝑠
2, 𝜒𝑚

2 , and absolute 𝜒𝑑
2 values, respectively. 

Variants without genotype errors are colored black, and those with errors are red. The 

second column only shows HetDef variants, and the third column has HetExc ones only. 

The plots in the last column show the 𝜒2 values between 0 and 100. 
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Fig. 4. Receiver Operating Characteristic (ROC) curves comparing the discrimination 

powers of PopHWE 𝜒2 scores and meta-analysis 𝜒𝑚
2  scores. HWE methods were tested 

with the same dataset as used in Figs. 2 and 3, i.e., 10K samples in two same-size 
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subpopulations. ROC curves were plotted for the following test statistics: 𝜒𝑒
2, 𝜒𝑝

2, 𝜒𝑚
2 , and 

absolute 𝜒𝑑
2, from top to the bottom row. An AUC (Area Under the Curve) value was 

calculated for each ROC curve and used to represent the discrimination power. Since 

cases with data errors were randomly generated, and most of them were very well 

separated from those without errors for all statistical metrics, we also plotted ROC curves 

after removing some easy to detect errors. Panels in the middle column plot ROC curves 

after excluding the variants with statistic scores of the test statistic greater than 1000, and 

in the last column those with scores greater than 100 were excluded.       

 

Fig. 5. Comparison of test statistic metrics of PopHWE and meta-analysis when the 

datasets include different numbers of subpopulations. Datasets were simulated to have 

same sample size 10,000 but different numbers of same-size subpopulations, each of 

which was randomly sampled from a population in HWE, same as those in Figs 2, 3, 4.  

From top to bottom, numbers of subpopulations in each row were 10, 20, 50, 100, 200, 

and the corresponding subpopulation sample sizes were 1000, 500, 200, 100, 50. From 
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left to right, the variables are 𝑍𝑝, 𝑍𝑚, 𝜒𝑝
2 and 𝜒𝑚

2 . Red lines are curves of N(0, 1) and 𝜒(1)
2  

distributions. 
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Fig. 6. Change of discrimination powers of PopHWE and meta-analysis test statistics 

when the datasets include different numbers of subpopulations. Same datasets as in Fig. 5 

were used for this figure, except that an extra dataset with 500 subpopulations (each 

included 20 samples) was used for the panels in the bottom row. From left to the right, 

each column shows scatterplot of 𝜒𝑐
2 vs. 𝜒𝑝

2, ROC curve of 𝜒𝑝
2,  𝜒𝑐

2 vs. 𝜒𝑚
2 , ROC curve of 

𝜒𝑝
2. The AUC values were calculated only considering the variants with test statistic (𝜒𝑝

2 

or 𝜒𝑚
2 ) value smaller than 100.  
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Fig. 7. Distributions of Zrs, Zrp, and Zrm values for variants with fixed allele frequencies in 

subpopulations. Test datasets were simulated to have sample size 10,000 and include 2 

same-size subgroups, each of which was randomly sampled from a large population in 

HWE and with a fixed allele frequency for all the variants. Datasets sampled from 

populations with different allele frequencies were tested using PopHWE and meta-
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analysis. Each row shows results of one dataset, and the variant RAFs of its two 

populations are displayed on each panel. Note that from top to the bottom, the differences 

of the population RAFs were 0.1, 0.2, 0.3, 0.8, 0.04, and 0.02. The three columns from 

left to right plot histograms of Zrs, Zrp, and Zrm, which are the Zs, Zp, and Zm values with 

randomly assigned signs, reflecting the corresponding 𝜒𝑠
2, 𝜒𝑝

2, and 𝜒𝑚
2  values. The red 

curves show N(0, 1) distribution, and the purple ones in Panels J, M, P are N(0, 𝜎) curves, 

where 𝜎 is displayed on each panel. 
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Fig. 8. PopHWE results obtained using a simulated dataset including an admixed 

population. A dataset with 10,000 samples were simulated to be randomly sampled from 

an admixed population, in which each individual was admixed from two ancestries. The 

ancestry proportions of the individuals were evenly distributed between 0 and 1. On each 

of the 100K variants, the two ancestry groups had two different AFs. The individual allele 

frequency of a sample was determined by its ancestry proportion, and the AFs in its two 

ancestries. The curves in red are 𝜒(1)
2  and N(0, 1) distributions. 
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Fig. 9. Results of PopHWE and meta-analysis when the simulated dataset used in Fig. 8 

was stratified into 2, 4, 6, 8, 10, 20, 50 subpopulations, from top to bottom row.  The left 

4 columns are histograms of Zp, Zm, 𝜒𝑝
2, and 𝜒𝑚

2 , respectively. The last column shows the 

scatterplots of 𝜒𝑐
2 vs. 𝜒𝑒

2. The slope of linear regression equation is displayed on each 

panel. The red curves are the N(0, 1) and 𝜒(1)
2  distributions. 

 

 

Langtaosha (LTS) Preprint doi: https://doi.org/10.65215/LTSpreprints.2026.10.20.000366. This version posted October 21, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder. Creative Commons license: CC Attribution-NonCommercial-NoDerivatives 4.0

https://creativecommons.org/licenses/by-nc-nd/4.0



 

Langtaosha (LTS) Preprint doi: https://doi.org/10.65215/LTSpreprints.2026.10.20.000366. This version posted October 21, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder. Creative Commons license: CC Attribution-NonCommercial-NoDerivatives 4.0

https://creativecommons.org/licenses/by-nc-nd/4.0



Fig. 10. Histograms of PopHWE and meta-analysis test statistics obtained using 1KGP 

dataset with GrafAnc ancestry SNPs. Genotypes of ~282K SNPs used by GrafAnc for 

ancestry inference were extracted from 1KGP WGS dataset. 2,504 individuals in the 

dataset were aggregated based on the ancestry groups assigned by GrafAnc. Three 

different ways were used to group the samples: 1. With 5 superpopulations including 

AFR (n=648), EUR (n=511), SAS (n=489), EAS (n=504), and AMR (n=320). 2.  Seven 

continental ancestry groups by splitting the 156 African Americans (AncGroupID = 107) 

from the AFR group, and 212 Latin American 2 (AncGroupID = 602) samples from the 

AMR group. 3. Using all the 29 subcontinental ancestry groups assigned by GrafAnc, 

with sample sizes ranging from 1 to 199.  PopHWE and meta-analysis were tested using 

these datasets and the results were plotted in histograms. From the top to the bottom row, 

Zp, Zs, Zm, 𝜒𝑝
2, 𝜒𝑠

2, and 𝜒𝑚
2  values were plotted, and each column from the left to the right 

presents the results of the three grouping methods. The N(0, 1) and 𝜒(1)
2  distribution 

curves were plotted in red color. Variants with the minor allele frequencies (in the whole 

dataset) less than 0.01 were excluded. 
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Fig. 11. Scatterplots of PopHWE and meta-analysis test statistics obtained using 1KGP 

dataset with GrafAnc ancestry SNPs. Same data and methods were used as in Fig. 10.  

Scatterplots of 𝜒𝑐
2 vs. 𝜒𝑒

2, 𝜒𝑑
2, 𝜒𝑝

2, and 𝜒𝑚
2   were plotted in rows from the top to the bottom, 

respectively. The HetDef SNPs were plotted in blue, and the HetExc ones were plotted in 

red. In the top row, slopes of the linear regression equations of 𝜒𝑐
2 vs. 𝜒𝑒

2 values, obtained 

after SNPs with 𝜒𝑝
2 > 20 were filtered, are displayed. 
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Fig. 12. Scatterplots of test results of 1KGP genotypes of GrafAnc ancestry SNPs 

showing SNPs filtered out using difference test statistic metrics. Same data and methods 

were used as in Fig. 10 and Fig. 11, except that the dataset was only partitioned into 29 

Langtaosha (LTS) Preprint doi: https://doi.org/10.65215/LTSpreprints.2026.10.20.000366. This version posted October 21, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder. Creative Commons license: CC Attribution-NonCommercial-NoDerivatives 4.0

https://creativecommons.org/licenses/by-nc-nd/4.0



ancestry groups. SNPs were filtered out so that the top 0.1% (282 out of 282K) with the 

highest test statistic scores were removed, corresponding to 𝜒𝑑
2 > 116.9 (Column 1, in 

red), 𝜒𝑝
2 > 45.8 (Column 2, in purple), and 𝜒𝑚

2  > 32.7 (Column 3, in chocolate color).  

Scatterplots in each row shows the relationship between  𝜒𝑐
2 vs. 𝜒𝑒

2, 𝜒𝑑
2, 𝜒𝑝

2, and 𝜒𝑚
2 , in 

the top row to the bottom row, respectively.  
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Fig. 13.  Histograms of PopHWE and meta-analysis test statistics obtained using 1KGP 

Chromosome 22 dataset. After filtering variants with minor allele frequencies less than 

0.01, 507K variants were plotted. Ancestry grouping was made the same way as that used 

in Fig.10, and the histograms were also plotted in the same way as in Fig. 10. The red 

curves show N(0, 1) and 𝜒(1)
2  distributions, with the area under the curve equaling to the 

total number of variants included. The purple curves also show N(0, 1) and 𝜒(1)
2  

distributions, but the area under the curves equal to 62% of the variants, which is 

equivalent to plotting N(0, 1) and 𝜒(1)
2  for variants without errors, while assuming 38% of 

the variants have genotyping errors.     

 

 

 

Langtaosha (LTS) Preprint doi: https://doi.org/10.65215/LTSpreprints.2026.10.20.000366. This version posted October 21, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder. Creative Commons license: CC Attribution-NonCommercial-NoDerivatives 4.0

https://creativecommons.org/licenses/by-nc-nd/4.0



 

Langtaosha (LTS) Preprint doi: https://doi.org/10.65215/LTSpreprints.2026.10.20.000366. This version posted October 21, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder. Creative Commons license: CC Attribution-NonCommercial-NoDerivatives 4.0

https://creativecommons.org/licenses/by-nc-nd/4.0



Fig. 14. Scatterplots of PopHWE and meta-analysis test statistics obtained using 1KGP 

Chromosome 22 dataset. Same data and methods were used as in Fig. 13.  Scatterplots of 

𝜒𝑐
2 vs. 𝜒𝑒

2, 𝜒𝑑
2, 𝜒𝑝

2, 𝜒𝑠
2, and 𝜒𝑚

2   were plotted in rows from the top to the bottom, 

respectively. The HetDef SNPs were plotted in blue, and the HetExc ones were plotted in 

red.  
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Fig. 15. Scatterplots of test results of 1KGP Chromosome 22 dataset showing SNPs 

filtered out using difference test statistic metrics. Same data and methods were used as in 

Fig. 13 and Fig. 14, except that the dataset was only partitioned into 29 continental 
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ancestry groups. SNPs were filtered out with thresholds 𝜒𝑑
2 > 116.9 (Column 1, in red), 

𝜒𝑝
2 > 45.8 (Column 2, in purple), and 𝜒𝑚

2  > 32.7 (Column 3, in chocolate color).  

Scatterplots in each row shows the relationship between  𝜒𝑐
2 vs. 𝜒𝑒

2, 𝜒𝑑
2, 𝜒𝑝

2, and 𝜒𝑚
2 , in 

the top row to the bottom row, respectively. 

 

 

 

Fig. S1. Scatterplot of ROC curves of test dataset including 100 subpopulations with 

sample size 100 in each subpopulation.  
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